1

A Novel Framework for Evaluating
Performance-Estimation Models
David P. Williams
NATO Science and Technology Organization
Centre for Maritime Research and Experimentation (CMRE)
Viale San Bartolomeo 400, 19126 La Spezia (SP), Italy
Phone: +39 0187-527-439, Fax: +39 0187-527-330
E-mail: david.williams@cmre.nato.int

Abstract—A general framework for quantifying the worth
of a performance-estimation model is proposed. The purpose
of the model is to predict the performance of an automatic
target recognition (ATR) algorithm on a given set of test data,
while the purpose of the framework is to quantify how well the
model fulfills its task. To this end, a quantity referred to as
the utility, which is based on the Kullback-Leibler divergence,
is introduced. A key aspect of the framework is the inclusion
of a significance function that specifies the relative importance
of each point in the performance space, here assumed to be
defined in terms of false alarm rate and probability of detection.
Example significance functions are suggested and discussed. The
functionality of the proposed framework is demonstrated on
an underwater target-detection application involving measured
synthetic aperture sonar (SAS) data. In this context, an image
complexity metric is exploited to enable the development of
models corresponding to different seafloor conditions and minehunting difficulty. The appeal of the framework is its ability
to quantitatively assess the utility of competing performanceestimation models, and to fairly compare the utility of a model
on different test data sets.

I. I NTRODUCTION
This work develops a general framework for quantifying
the utility of a performance-estimation model. The purpose
of the model is to predict the performance of an automatic
target recognition (ATR) algorithm on a given set of test data.
This topic is important because the deployment of automated
algorithms in real-world applications is contingent upon being
able to accurately predict the performance of the algorithms.
Currently, this is a capability shortfall.
Before proceeding further, it is instructive to call attention to
a subtle point: We are interested not in the accuracy of the ATR
algorithm per se, but rather in the accuracy of the performanceestimation model with respect to the realized performance
of the ATR algorithm on a given set of data. Thus, for our
purposes, the ATR algorithm is assumed fixed, provided by
some other agent.
We address our task in the context of an underwater targetdetection application, in which ATR performance is measured
in terms of the false alarm rate as a function of the probability
of detection. Strictly speaking, a receiver operating characteristic (ROC) curve expresses the probability of detection
with respect to the probability of false alarm. But in realworld remote-sensing scenarios, where the potential number

of alarms in “scene-level” imagery is unbounded, the false
alarm rate is a much more operationally relevant metric. In
such settings, performance is more appropriately presented in
the form of a free-response receiver operating characteristic
(FROC) curve [1] whose abscissa corresponds to false alarm
rate.
The FROC paradigm is common in medical imaging applications, such as the localization of cancerous lesions in
mammography scans, where the suspicious regions in a scan
can be manifold [2]. (An important assessment difference
between medical imaging and remote sensing is that the
former application area deems the discrimination of targets
(e.g., lesions) from false alarms within the same image scene
(i.e., scan) as less clinically relevant than distinguishing targets
from false alarms in an image scene containing no targets [2];
in the remote-sensing context, the false alarms are equally
consequential.) In this work, we refer to the two-dimensional
plane defined by false alarm rate and probability of detection
as FROC-space.
One consideration that should play a role in evaluating
performance-estimation models is the fact that not all points
in FROC-space are equal in terms of operational relevance.
An evaluation framework that simply measured some notion
of distance between a predicted FROC curve and the actual
FROC curve realized on a set of data would implicitly be
treating each point in FROC-space as equally important. For
example, points at an operationally-irrelevant probability of
detection of 0.1 would contribute as much to the measurement
quantity as points at a probability of detection of 0.9. But even
if the varying significance of different regions of FROC-space
were recognized, there exist other fundamental issues that must
be addressed.
Consider the following: it is known a priori that a fixed
ATR algorithm’s performance will vary as a function of the
test data under consideration [3]. If a random subset of the
samples from the test set are instead used to evaluate the
ATR algorithm’s performance, a different FROC curve will
be generated. Therefore, any model that attempts to predict
the performance of an ATR algorithm should not ignore this
variability. (It can be argued that a model that predicts a
single deterministic FROC curve – with no variance or errorbars – for an ATR algorithm’s performance will almost surely
always be incorrect.) But there exists no principled framework
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for assessing how well a richer performance-estimation model
composed of distributions performs its role.
Instead, all the extant methods for measuring performanceestimation performance – of which there are only a handful1
– effectively consider a much simpler class of models whose
outputs correspond to a single operating point on an ROC-like
curve [7]–[10]. That is, performance-estimation is collapsed to
the binary-decision level in which each test sample is classified
as either a target or non-target, so the entire performanceestimation task becomes to assess the accuracy of, in theory,
only two scalars (namely, false alarm rate and probability
of detection). In reality, the aforementioned studies trained
regression models to predict, one at a time, individual scalar
figures of merit (e.g., probability of detection) using a small
number of image-metric features [7]–[9]. As a result, the
sole quantification of performance-estimation accuracy – i.e.,
relationship of actual ATR performance to that predicted by a
model – in the literature has been in terms of the coefficient of
determination (“R2 ”) [7]–[9]. (The other work [10], perhaps
underscoring the difficulty of quantification, made only visual
comparisons of the two scalar quantities after having used a
weighted average of training-data feature-vector similarity for
prediction.)
In stark contrast, when quantifying the value (or “utility”)
of performance-estimation models in the proposed framework,
we work with proper statistical distributions defined over
the full extent of FROC-space and exploit the richness they
afford. Our framework also permits the specification of varying
importance across FROC-space – via a so-called significance
function – to more heavily emphasize the operating conditions
of relevance to the evaluation agent. As a result, our approach is able to quantitatively assess the utility of competing
performance-estimation models, as well as fairly compare the
utility of a model with respect to different test data sets.
In turn, higher-level decisions can be made regarding the
scenarios in which a given model is tactically useful vis-à-vis
accuracy. To our knowledge, no serious study has successfully
addressed these objectives before.
A secondary contribution of this work is the demonstration
of how one can develop a performance-estimation model for
a target-detection task using real, measured synthetic aperture
sonar (SAS) imagery. Specifically, we show that a measure of
the environmental complexity can be extracted from training
data to construct different models whose utility will be related
to the corresponding complexity of the test data. We also
proffer several example FROC-space significance functions
that can be easily adapted to suit various preferences.
The remainder of this paper is organized as follows. Sec. II
outlines the proposed performance-estimation framework. Experiments illustrating the functionality of the framework with
synthetic data are shown in Sec. III, while experiments on real,
1 It is important to distinguish the aim of the present work from that of
the research strand documented in [4]–[6] and similar investigations. When
these researchers use the terms “performance estimation” or “performance
evaluation,” they are actually referring to an effort to predict only ATR
performance; they are not making any attempt to evaluate the performance,
or accuracy, of the model prediction of the ATR performance.

measured SAS data collected at sea are conducted in Sec. IV.
Concluding remarks are made in Sec. V.
II. P ERFORMANCE -E STIMATION F RAMEWORK
A. Preliminaries
The performance-estimation framework involves three
agents who each play distinct roles: an Evaluator, a Modeler,
and a Designer. The role of the Designer can be assumed by
either the Evaluator or the Modeler, or it can be played by a
third party.
The Designer provides a fixed ATR algorithm ξ for which
the performance on some test data set is to be predicted.
The Evaluator specifies the FROC-space significance function Ψ and prepares the test data Θ = {X, Y, Z}, where
X constitutes the ATR algorithm scores of each contact
(e.g., obtained from feature data submitted to ξ), Y is the
corresponding set of binary labels (which is withheld from the
Modeler), and Z is other auxiliary data. The Evaluator is also
responsible for evaluating the performance-estimation model
of the Modeler, such as by performing utility calculations.
From X and Y (and the number of target opportunities and
the sensor’s total area coverage), the true, realized performance
– false alarm rate as a function of probability of detection –
of ξ on Θ can be computed.
The task of the Modeler is to accurately predict the performance of ξ on Θ, while knowing only ξ, X, and Z
(plus whatever training data, Θ0 = {X0 , Y0 , Z0 }, exists).
To accomplish this, the Modeler develops the performanceestimation model ω(λ) that – if it is expected to be useful –
should be a function of some measurable quantity, λ, suspected
to impact performance. Examples of λ can be various imagecomplexity metrics or image-quality metrics; it is assumed
that Z is sufficient for computing λ. (The auxiliary data Z
might be the full images in which the contacts were flagged,
or intermediate processing products related to imaging or
navigation.)
When applicable, the set of competing performanceestimation models is denoted Ω.
B. FROC-Space Significance Function
Defining a FROC-space significance function to be used
in the performance-estimation framework is a task for the
Evaluator. The function should reflect the relative importance
of each point in FROC-space to the Evaluator. Accordingly,
the function should take on larger values at more important
operating points. The significance functions should be nonnegative at all points in FROC-space, but no other constraints
are imposed.
Here we propose five different significance functions to
demonstrate the types of ways in which an Evaluator might
wish to emphasize certain regions of FROC-space. Each of the
FROC-space significance functions Ψi below are normalized
(by dividing by its maximum value, ci ) so that all values for
a given function are in the range [0, 1]; the normalization is
needed for only some of the functions.
Let d represent the probability of detection, and f represent
the false alarm rate (in units of false alarms per km2 ).
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The FROC-space significance function Ψ1 reflects the
scenario in which all locations in FROC-space are equally
important,
Ψ1 (f, d) = 1.
(1)
The FROC-space significance function Ψ2 is constructed to
reflect a scenario in which only high probabilities of detection
– namely, d ∈ [0.7, 0.9] – are important,
Ψ2 (f, d) = I(0.7 ≤ d ≤ 0.9),

(2)

where I is an indicator function that is unity when its argument
is true (and zero otherwise). In this case, there is no restriction
on the false alarm rate.
The FROC-space significance function Ψ3 is constructed
from a base beta distribution (in d),
Ψ3 (f, d) = c−1
3

Γ(α + β) α−1
d
(1 − d)β−1 I(f ≤ 30),
Γ(α)Γ(β)

(3)

where Γ is the gamma function, and the shape parameters
are chosen to be α = 11.2 and β = 2.8, which produces a
distribution with a mode of 0.85 and a mean of 0.8, but over
only a limited range of false alarm rates. This function reflects
the scenario in which only very low false alarm rates are
important, and more value is attributed to higher probabilities
of detection.
The FROC-space significance function Ψ4 is constructed as
the product of two exponential functions,
Ψ4 (f, d) = exp{−τd (1 − d)} exp{−τf f },

(4)

where τd = 2 and τf = 0.02, which emphasizes higher
probabilities of detection and lower false alarm rates. The fast
decay places more importance on very low false alarm rates.
The FROC-space significance function Ψ5 is constructed as
the product of two sigmoid functions,
Ψ5 (f, d)

−1
= c−1
5 (1 + exp{−γd (d − κd )})
×(1 + exp{−γf (f − κf )})−1 ,

known to the Modeler, or in the case of multiple competing
modeling agents, that all modeling agents have access to the
same information. (For example, if one Modeler knew that the
significance function was zero above some false alarm rate, he
could alter the model to assign zero probability there.)
C. Utility
For a given test data set, an ATR algorithm will realize
a certain performance curve (in FROC-space). The purpose
of the performance-estimation framework is to quantify how
well a performance-estimation model predicts that realized
performance. More specifically, for a given probability of
detection, we are interested in determining how the model’s
distribution of the false alarm rate differs from the false alarm
rate actually achieved by the ATR algorithm. A principled
way to measure such a divergence between two probability
distributions is the Kullback-Leibler (KL) divergence [11].
Because the performance-estimation models are assumed to
be comprised of a proper full probability distribution at each
probability of detection, the total utility of a model will be
obtained from integrating over that range, d ∈ [0, 1].
Let h(f, d) represent the realized performance of the ATR
algorithm on a test data set, and let g(f, d) be the performanceestimation model’s predicted performance of the ATR algorithm. At a single probability of detection, d = d0 , the KL
divergence from the model’s predicted false alarm rate to the
realized false alarm rate is
DKL (h(f, d0 )||g(f, d0 ))


Z ∞
h(f, d0 )
df.
(6)
=
h(f, d0 ) log
g(f, d0 )
0
But it can be noted that the distribution of the realized ATR
performance (at a specific probability of detection), h(f, d0 ),
is actually deterministic and hence a Dirac delta function,
h(f, d0 ) = δ(f − f0 , d0 ),

(5)

where γd = 10, κd = 0.5, γf = −0.001, and κf = 500,
which also emphasizes higher probabilities of detection and
lower false alarm rates. The slow decay implies that relatively
high importance is maintained up to high false alarm rates.
These five significance functions are shown in Fig. 1.
When there is a need to investigate each contact, as in a
mine or unexploded ordnance (UXO) clearance operation, a
direct relationship exists between false alarm rate and mission
time. Because naval mine-hunting missions are typically timecritical, there may be a maximum acceptable false alarm rate –
i.e., due to a time constraint within which the mission must be
completed – beyond which the ATR algorithm would no longer
be operationally feasible (and thus estimating the performance
there becomes moot). A significance function like Ψ3 might
be useful in this scenario. In contrast, UXO remediation is
generally conducted in peacetime, where time (though still
important) is less acute, so a significance function like Ψ5
might be more appropriate.
To prevent unfair manipulation of the performanceestimation model, it is important that the FROC-space significance function specified by the Evaluator is either not

(7)

where f = f0 is the false alarm rate realized by the ATR
algorithm at a probability of detection of d = d0 .
As a result, the KL divergence from the model’s predicted
false alarm rate to the realized false alarm rate, at a probability
of detection of d = d0 , simplifies to
DKL (h(f, d0 )||g(f, d0 )) = − log(g(f0 , d0 )).

(8)

The KL divergence is non-negative, and will take on smaller
values when the model takes on large probability at the
realized false alarm rate. Therefore, in defining the utility
function, we use the inverse integrand of the KL divergence.
However, recall that when comparing the model to reality,
we wish to place more importance on specific regions of
FROC-space via a significance function Ψ(f, d).
We thus define the utility of a performance-estimation
model ω with respect to the ATR algorithm ξ on the test data
set Θ, under the FROC-space significance function Ψ, as
U (ω, ξ, Θ, Ψ)


−1
Z 1Z ∞
h(f, d)
Ψ(f, d) h(f, d) log
= ν −1
df dd
g(f, d)
0
0
Z 1
=
ν −1 Ψ(f0 (d), d)(− log(g(f0 (d), d)))−1 dd,
(9)
0
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where f0 (d) is the false alarm rate realized by the ATR
algorithm at a probability of detection of d, and
Z 1
Ψ(f0 (d), d) dd
(10)
ν=
0

is a normalization factor that allows one to compare a model’s
accuracy with respect to different test data sets. The integrand
in (9) is the utility accrued by the model at a single, specific
probability of detection.
For a set Ω = {ω1 , . . . , ωM } of M competing performanceestimation models, we define the relative utility of the ith
model as
U 0 (ωi , ξ, Θ, Ψ, Ω) =

U (ωi , ξ, Θ, Ψ)
max U (ωj , ξ, Θ, Ψ)

(11)

ωj ∈Ω

to enable easy comparisons across models.

D. Extension: Accounting for Modeling-Error “Direction”
In addition to quantifying how well a model can predict the performance of the ATR algorithm, it may also
be advantageous to know the “direction” of the modeling
error: whether the model underestimates or overestimates the
realized performance. The proposed framework provides an
elegantly simple way to establish and exploit this.
The cumulative distribution function (cdf) of a model’s
predicted performance at a given probability of detection d
is
Z f0 (d)
G(f0 (d)|d) =
g(f |d) df ,
(12)
0

where f0 (d) is the false alarm rate realized by the ATR algorithm at a probability of detection d. (The explicit dependence
of f0 on d will be suppressed at times hereafter for the sake
of brevity.)
But this quantity also expresses the degree to which the
model overestimates (i.e., assumes better) performance than
that which is actually achieved by the ATR algorithm. Therefore, G(f0 |d) = 0 implies that the model, at the given
probability of detection d, completely underestimates performance, and hence is overly conservative; that is, all of
the model density is at a higher false alarm rate than that
actually achieved. Similarly, G(f0 |d) = 1 indicates that the
model completely overestimates performance, and hence is
excessively confident. When G(f0 |d) = 0.5, it indicates that
half of the model density contributes to an underestimation of
performance and half of the model density contributes to an
overestimation of performance.
Thus, (12) enables a straightforward extension of the utility
framework so that one can weight the two “directions” of modeling error differently. For example, the Evaluator may wish
to convey a preference for models that are overly pessimistic
and underestimate performance (i.e., a lower bound of sorts).
Let ζ(f0 |d) be a weighting function that conveys the
preference regarding modeling-error direction, which in turn
is captured by the cdf of the model’s predicted performance,

G(f0 |d). Several hypothetical weighting functions ζ · are
shown in Fig. 2, which correspond to the following:
ζ 1 (f0 |d) = 1
(13)
2
ζ 2 (f0 |d) = 1 − 2(0.5 − G(f0 |d))
(14)
ζ 3 (f0 |d) = 1 − 2|0.5 − G(f0 |d)|
(15)
ζ 4 (f0 |d) = 1 − G(f0 |d)
(16)
Γ(α + β)
(G(f0 |d))α−1 (1 − G(f0 |d))β−1 , (17)
ζ 5 (f0 |d) =
Γ(α)Γ(β)
where Γ is the gamma function, α = 2, and β = 5.
The default weighting in which modeling-error direction is
ignored corresponds to ζ 1 . Preferences for modeling errors
that penalize extreme errors in either direction are conveyed
by ζ 2 and ζ 3 . Preferences for modeling errors in which the
model is overly pessimistic and underestimates performance
are expressed by ζ 4 and ζ 5 .
For tasks that involve choosing from among multiple options, such as selecting Q-routes for high-value naval assets
to transit through, conservative models may be desired. In
this case, a weighting function that conveys a preference
for underestimating performance, like ζ 4 , might be desirable.
When the task is simply to clear an entire area of mines,
the accuracy of the model would be more important than the
direction in which the modeling errors are made, so a uniform
weighting function like ζ 1 might be more appropriate.
To incorporate the weighting of modeling-error direction
into the utility calculation expressing the soundness of a
model, (9) can be modified as
U (ω, ξ, Θ, Ψ, ζ)
Z 1
=
ζ(f0 (d)|d)ν −1 Ψ(f0 (d), d)(− log(g(f0 (d), d)))−1 dd.
0

(18)
This simple modification provides the Evaluator with the
ability to distinguish, utility-wise, two models whose absolute
modeling errors are identical, only in different directions (i.e.,
one that systematically overestimates performance and one that
underestimates performance).
Alternatively, one could use the cdf of the model’s predicted
performance to instead obtain a summary scalar measure, δ,
expressing the overall proportion of the model that overestimates – and, via the complement, underestimates – the actual
performance of the ATR algorithm. This can easily be achieved
by integrating the cdf values over the full range of detection
probabilities,
Z
δ(ω, ξ, Θ)

1

=

G(f0 (d)|d) dd
Z 1 Z f0 (d)
g(f |d) df dd.
=

(19)

0

0

(20)

0

Under this latter approach, the utility calculation would not
be altered, but the Evaluator would still be provided with
useful supplemental information about the manner in which
the model makes errors.
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III. E XPERIMENTS W ITH S YNTHETIC DATA
Let h(f, d) represent the realized performance of some
fictitious ATR algorithm on a specific synthetic test data
set, and let g(f, d) be the performance-estimation model’s
predicted performance of the ATR algorithm on the data
set. We first develop four toy models – explicitly designed
using the true, realized performance (which under normal
circumstances is of course not available for modeling efforts)
– to highlight various aspects of the performance-estimation
framework.
A. Performance-Estimation Model Design
Each of the four toy models will use a gamma distribution
for the predicted false alarm rate given a probability of
detection,
g(f |d)

= Gamma(f |d; k(d), `(d))
f k(d)−1 exp{−f /`(d)}
,
=
Γ(k(d))(`(d))k(d)

(21)
(22)

where the shape and scale parameters, k(d) and `(d), respectively, are functions of the probability of detection. (Recall
that the support of a gamma distribution is f ∈ (0, ∞), which
comports with the non-negative nature of false alarm rates; in
contrast, a Gaussian distribution, with support f ∈ (−∞, ∞),
would not.)
At a given probability of detection, the mean and variance
of the false alarm rate of a model ω· are therefore
µ(f |d; ω· ) = k(d)`(d)
σ 2 (f |d; ω· ) = k(d)(`(d))2 ,

(23)
(24)

respectively. The differences among the toy models will be the
parameters of those gamma distributions.
Model ωL will be a model whose mean matches the true
realized performance of the ATR algorithm (i.e., zero bias),
and whose variance is low at each probability of detection,
µ(f |d; ωL ) = h(f |d)
σ 2 (f |d; ωL ) = 25.

(25)
(26)

Model ωH will be a model whose mean matches the true
realized performance of the ATR algorithm (i.e., zero bias),
but whose variance is high at each probability of detection,
µ(f |d; ωH )
σ 2 (f |d; ωH )

= h(f |d)
= 200.

(27)
(28)

Model ωP will be a model whose mean has a bias (from
the true realized performance of the ATR algorithm) that
is proportional to the probability of detection, and whose
variance is moderate at each probability of detection,
µ(f |d; ωP ) = h(f |d) + 20d
σ 2 (f |d; ωP ) = 100.

(29)
(30)

Model ωI will be a model whose mean has a bias (from
the true realized performance of the ATR algorithm) that

is inversely proportional to the probability of detection, and
whose variance is moderate at each probability of detection,
µ(f |d; ωI ) = h(f |d) + 20(d − 1)
σ 2 (f |d; ωI ) = 100.

(31)
(32)

With the desired mean and variance of a model specified,
the shape and scale parameters of the gamma distribution are
given by
k(d; ω· )
`(d; ω· )

= (µ(f |d; ω· ))2 /σ 2 (f |d; ω· )
= σ 2 (f |d; ω· )/µ(f |d; ω· ),

(33)
(34)

respectively.
These four toy performance-estimation models are shown
in Fig. 3, where the mean of a model at each probability of
detection is shown in white, and the realized performance of
the ATR algorithm on the synthetic data set is shown in black.
(These white and black curves are included only to aid the
reader.) Specifically, the figures show the model probability at
each point in FROC-space.
If one were to examine a model slice, across all false alarm
rates, at a specific probability of detection, the result would
be a gamma distribution (because of how the models were
constructed). For example, Fig. 4 shows the models – i.e.,
the probability at each false alarm rate – at a probability
of detection of 0.8. The model distribution evaluated at the
true false alarm rate realized by the ATR on the test data set
determines the value of the model in the utility calculation.
B. Utility Evaluation (Results)
Having defined the models, and knowing the true ATR
performance on the test data set, one can calculate the utility
of each model under a given significance function. The utility
accrued at each probability of detection, for each of the four
models under five different significance functions, is shown in
Fig. 5. This quantity, which is the integrand in (9), provides
a more nuanced picture of where the models perform well.
The (total) utility, obtained by integrating over the full range
of the probability of detection, is shown in Table I. The table
also shows the relative utility for each significance function
case, so that the overall relative value of the different models
can be readily assessed. (It does not make sense to compare
utility across different significance functions.)
From the table, it can be seen that ωL is the best performing
model under every significance function. This result is to be
expected because the model had no bias and low variance.
The (relative) utility calculation allows one to quantify how
much utility is lost by instead using model ωH , which had no
bias but high variance. Namely, the high-variance model was
only about 70% as beneficial as the low-variance model. The
performance of the other two models, ωP and ωI , is more
interesting because the significance function plays a role in
determining which model is better. For example, it can be
seen that under only Ψ1 and Ψ4 , ωP would outperform ωI . If
one of the other three significance functions was employed,
ωI would be a better model to use. This is due to the
fact that ωI was more accurate at higher probabilities of
detection (by construction), where those significance functions
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place greater importance. Fig. 5(a) helps illustrate why a
uniform significance function is undesirable: in the majority
of missions, correctly predicting false alarm rates at higher
probabilities of detection is more useful, so, ceteris paribus,
ωI should be valued more highly than ωP . In Fig. 5(c), the
sharp drop-off in utility to zero near a probability of 0.8 is
due to the fact that the false alarm rate realized by the ATR
algorithm beyond that point was higher than the maximum
false alarm rate with non-zero weight in Ψ3 .
The cdf of each model at the true false alarm rate realized
by the ATR, as a function of the probability of detection,
computed from (12), is shown in Fig. 6. If desired, the
information contained in this figure would be sufficient for
weighting the utility calculation, via (18), to impose preferences on modeling-error direction. The result of doing so for
the Cartesian product of the five different weighting functions
ζ · and five different significance functions Ψ· is shown in
Fig. 7. (The first row of sub-figures in Fig. 7 corresponds
to the “default” baseline case in which ζ is uniform, and
hence has no impact on the utility.) The figure illustrates how
the modeling-error direction can be made to have a strong
influence on the (ζ-weighted) utility. In particular, the value
of model ωP becomes large when ζ expresses a preference
for models that underestimate performance.
The summary measure of the model overestimation, δ from
(19), for each of the models is shown in Table II, where it can
be observed how model ωI tends to overestimate performance,
whereas model ωP usually underestimates performance.
IV. E XPERIMENTS W ITH R EAL SAS DATA
A. SAS Data Sets
To conduct experiments with the performance-estimation
framework, we utilize a substantial amount of SAS data
collected by CMRE’s MUSCLE autonomous underwater vehicle (AUV). This experimental, state-of-the-art AUV is a 21inch diameter vehicle from Bluefin that is equipped with a
high-frequency SAS system developed by Thales. The center
frequency of the SAS is 300 kHz, and the bandwidth is
60 kHz. The system enables the formation of high-resolution
sonar imagery with a theoretical along-track resolution of
2.5 cm, and a theoretical across-track resolution of 1.25 cm,
usually out to a range of 150 m.
Measured SAS data was collected during thirteen sea experiments at various geographical sites in the Mediterranean,
Baltic, and North Seas between 2008 and 2017. At each site,
man-made targets of various realistic mine shapes – cylinders,
truncated cones, wedges – had been deployed before MUSCLE
AUV data-collection surveys were executed. The data used
in the present study comprises 77485 SAS image scenes –
collectively spanning an area of approximately 426 km2 – and
3430 target opportunities. Example images demonstrating the
diversity of the environments, and mine-hunting difficulty, are
shown in Fig. 8.
B. Image Complexity Metric
The objective of the performance-estimation modeling
phase is to develop a model that accurately predicts the

performance – specifically, false alarm rate as a function of
probability of detection – of an ATR algorithm.
For a SAS image, the muesli complexity metric [12] is
the mean of the spatial information [13] of the lacunarity
[14] of the original sonar image. Previous work [12] has
shown the promise of the muesli complexity metric for
characterizing the mine-hunting difficulty in SAS images, so
we treat this quantity as the λ driving the construction of
different performance-estimation models. (Advantageously, in
the context of in situ computation, the metric can be calculated
quickly by exploiting integral images [15].)
Because model development is not the main contribution
of this work, we abstain from providing further details of
the image metric here. But it is worth noting that some of
the image metrics developed for infrared imagery in [7], [8]
and synthetic aperture radar (SAR) imagery in [9] collectively
capture similar phenomena – edges, pixel intensity variation
– as this one muesli complexity metric. Additionally, we
recognize that several other complexity metrics have recently
been proposed in the literature for sonar imagery, including
approaches based on wavelets [4], [16], [17] and lacunarity
[18]. But our use of only a single metric makes model
development here exponentially simpler.
Table III shows details of the data-collection surveys, along
with the mean and standard deviation of the muesli complexity
for each data set. Larger values correspond to more complex
imagery.
In the experiments here, two of the data sets, GAM1
and MAN2, are reserved for testing. The other eleven data
sets are treated as training data available for model design.
Specifically, we divide these eleven data sets into groups based
on their muesli complexity values, with the idea being that a
performance-estimation model developed from data exhibiting
a certain range of complexity values is likely to accurately
model test data with a similar complexity value. We construct
four models: ωA , ωB , ωC , and ωD . Fig. 9 shows the data sets
used to develop each of the models. All eleven of the data sets
were used to develop ωA , while disjoint subsets were used to
train the other three models. (A mnemonic to associate the
model names and seafloor descriptions is: A-all, B-benign, Ccomposite, D-difficult.)
C. ATR Performance Variability
In this work, we employ the Mondrian detection algorithm
[19] as the ATR algorithm ξ for which performance is to be
modeled. The realized ATR performance of this algorithm on
each data set is shown in Fig. 10. From the figure, it can
be seen that the performance tends to vary with the muesli
complexity, as desired. For example, the performance of the
data sets that will be used to develop model ωB cluster tightly
with low false alarm rates.
The purpose of the ATR algorithm is to classify each contact, represented by an image or feature vector, as a target or
non-target (i.e., clutter). It is known that the ATR performance
– false alarm rate as a function of probability of detection –
will depend on the contacts (i.e., “samples”) used to compute
it. Suppose a data set consists of N such samples. The ATR
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performance on those N samples will be different from the
performance on a random subset n < N of those samples
[3]. Additionally, if a set of n samples is drawn Φ times, the
variance of the ATR performance among those Φ sets will,
according to law-of-large-numbers arguments, increase as n
decreases. That is, if φ ∈ (0, 1] is the fraction of N samples
drawn from a data set, the ATR performance variance over Φ
draws will vary inversely with φ.
An example of this phenomenon is shown in Fig. 11, where
the ATR performance on the GAM1 data set is shown as a
function of φ. When φ = 1.0, the entire data set is used.
For other values of φ, only a subset of samples are used
to generate the performance curve. For each setting of φ
considered, Φ = 1000 random subsets of samples were drawn,
with this being the source of the variation. The figure shows
that the variance on the ATR performance indeed increases as
the size of the subset used decreases. We highlight this issue
to reinforce the argument that a performance-estimation model
should have variability built in, and not be a deterministic
“delta ridge” through FROC-space. The Evaluator, whose
principal task is to assess a model’s utility, should also be
cognizant of the impact a (finite) test data set will have on the
result. We also leverage the above finding regarding variance
with data set size when developing the performance-estimation
models.
D. Performance-Estimation Model Design
The procedure we choose for developing one model is as
follows. (It should be noted that alternative ways to create
the models can be employed; ours is just one approach,
and not the main purpose of this work.) Without loss of
generality, consider model ωB . We collect the five training
data sets – CAT1, AMI1, TJM1, ONM1, SPM1 – to be
used to construct this model, with this dictated by the image
complexity values λ (cf. Fig. 9). For each of those five data
sets, we generate Φ = 1000 random subsets each composed
of a fraction φ = 0.9 of the total number of samples in
the data set. (We rely on subsampling instead of sampling
with replacement – as would be done for bootstrapping –
because the former approach more faithfully simulates the
SAS data-collection procedure, and also for theoretical reasons
[20].) We then compute the ATR performance (i.e., false
alarm rate as a function of the probability of detection) of
the Mondrian detection algorithm for each subset. For this
particular example, this procedure results in 5 × 1000 distinct
FROC curves. That is, for each probability of detection, there
are 5000 false alarm rates that were actually achieved by the
ATR algorithm. These values are treated as samples from
an underlying distribution that is assumed to be a gamma
distribution with unknown parameters. The samples are used
to estimate the (scale and shape) parameters of this gamma
distribution. The gamma parameter-estimation procedure is
then repeated for each probability of detection, d ∈ [0, 1]. The
end result is the model, ωB , that expresses the probability of
achieving any false alarm rate at each probability of detection.
There is a subtle issue that arises when performing the above
modeling at the highest probabilities of detection because not

every set (or subset) of data actually achieves a probability of
detection of unity (cf. Fig. 10). To address this fact, only those
subsets that actually achieve a given probability of detection,
d, are used to model the false alarm rate at that d. This choice
means fewer samples are available to model the highest probabilities of detection, which can introduce minor anomalies
into the models (e.g., variance that does not monotonically
increase with probability of detection). Additionally, for the
probabilities of detection that were not attained by any subset,
we simply assume the same gamma distribution as at the
maximum achieved probability of detection.
We perform the above modeling approach for each of the
four models, where each model uses different sets of training
data (based on the image complexity values). The resulting
models are shown in Fig. 12. From the figure, it can be seen
that ωB is likely to be appropriate in benign environments
with low false alarm rates, whereas ωD would more likely
represent difficult scenarios with high false alarm rates. Model
ωC captures cases between those extremes, and model ωA is
a generic mixture drawing from all environments.
E. Utility Evaluation (Results)
With the performance-estimation models constructed, the
task of evaluating the models then falls to the Evaluator. In
practice, the Evaluator would choose a single significance
function Ψ· to employ, but for illustrative purposes we here
consider the five variations defined earlier. (Additionally, in
practice, only the single most appropriate model – e.g., the
one whose associated λ most closely matches that of the test
data – would be offered by the Modeler to the Evaluator.) For
each of the four models, the utility accrued at each probability
of detection, under each of the five different significance
functions, when using the GAM1 test data set is shown in
Fig. 13. These figures correspond to the case in which φ = 1.0,
so the entire test data set is being used. The analogous result
when using the MAN2 test data set is shown in Fig. 14. The
figures are informative because they show where each model
is more accurate, as well as the constituent contributions to
the total utility.
The cdf of each model at the true false alarm rate realized
by the ATR, as a function of the probability of detection, when
using the GAM1 test data set and φ = 1.0, is shown in Fig. 15.
It should be recalled that this quantity essentially measures
the degree to which a model overestimates performance (i.e.,
is overly optimistic that the false alarm rate will be lower
than that which is actually achieved). From the figure, it can
be observed how each of the models usually underestimate
performance. The analogous result when using the MAN2 test
data set is shown in Fig. 16. This figure illustrates how model
ωB generally overestimates performance, whereas model ωD
generally underestimates performance. It can also be observed
that models ωA and ωC sometimes underestimate performance
and sometimes overestimate performance. It is interesting to
note that model ωA , which was constructed using training data
from all environments, is the most robust in terms of achieving
a balance of underestimating and overestimating performance.
The summary measures of the model overestimation, δ from
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(19), for each of the models when using the GAM1 and MAN2
test data sets (and φ = 1.0) are shown in Table IV.
From Fig. 13, it can be seen that model ωB provides the
greatest utility for the GAM1 test data set. This result is
appealing because the mean image complexity value of the
GAM1 data set is most similar to that of the training data sets
used to develop ωB (cf. Table III). Also promising is the fact
that ωA , a mix of all the training data, was the second best
model. Additionally, the model ωD , developed from the data
most dissimilar to the data of GAM1, was the least accurate
model for predicting the performance on GAM1 data.
From Fig. 14, it can be seen that model ωC usually provided
the greatest utility for the MAN2 test data set. (The exception
was that ωA was the most accurate under the significance
function Ψ2 .) This result is encouraging because the mean
image complexity value of the MAN2 data set is most similar
to that of the training data sets used to develop ωC . Fig. 14(b)
is particularly interesting because it reveals how model ωD
was more accurate than ωC at higher probabilities of detection
(above a transition near d = 0.83). If one refers back to
Fig. 10, it can be noted that the false alarm rates achieved
by the ATR algorithm on the MAN2 data set at higher
probabilities of detection are indeed more similar to those of
the training data used for model ωD .
These experiments evaluating the utility were also repeated
with φ = 0.9 and φ = 0.5 to examine the utility when different
subsets of data were considered. For each of these settings of φ
considered, Φ = 1000 random subsets of samples were drawn,
and the mean utility was calculated. The results of the utility,
and relative utility, calculations when GAM1 was used as the
test data are summarized in Tables V-IX. The analogous results
when MAN2 was used as the test data are shown in Tables XXIV. (In the tables, the (mean) relative utility value shown is
the average over the Φ relative utility values, not the relative
utility with respect to the mean utility shown; therefore the
maximum is not necessarily unity.) From the tables, it can be
seen that the mean values do not vary significantly for different
φ values.
However, the utility value associated with any one particular
draw of samples can indeed be relatively far from the mean
(e.g., causing a different model to be perceived as the most
accurate). This finding can be observed in Fig. 17, which
shows histograms of the utility attained by each of the models,
under each of the significance functions, using the Φ = 1000
random subsets with φ = 0.9 and the GAM1 test data
set; Fig. 18 shows the analogous results for φ = 0.5. The
corresponding figures when MAN2 was treated as the test data
set are Fig. 19 and Fig. 20, respectively. In fact, the cases in
Tables V-XIV where the maximum (mean) relative utility was
not unity are precisely those for which the best model differed
depending on the subset drawn. Collectively, these results
underscore the importance of considering multiple (subset)
draws in the evaluation phase.
V. C ONCLUSION
A novel framework for evaluating performance-estimation
models has been developed. A new metric to quantify the value

of a given model was also proposed. This so-called utility
quantity is dependent on a significance function that specifies
the importance given to each point in FROC-space. In this
way, the performance regions that are more valuable for a
certain mission can be emphasized. The flexible functionality
of the new framework was first demonstrated on a set of
synthetic data. Then experiments using real, measured SAS
data were conducted, with the muesli complexity metric used
to develop different models. It was observed that model utility
with respect to the test data was related to the complexity value
similarity between the models and test data. Issues of variability inherent to the evaluation phase were also highlighted.
This work effectively provides a principled means to quantitatively answer the question, “How well does a given model
predict the performance of a given ATR algorithm?” Thus,
the framework provides a way for comparing different models
and for determining which model is the most useful, tasks
that previously lacked solutions. As such, the work fills
a current capability gap and constitutes an important step
toward enabling the confident real-world deployment of ATR
algorithms that are associated with predictable performance.
Additionally, the proposed framework is application-agnostic,
and therefore can be employed for target-detection tasks across
a wide range of remote-sensing imaging modalities (e.g., SAS,
SAR, hyperspectral, light detection and ranging (LIDAR)), as
well as within the medical community.
Future work will employ more sophisticated modeling
techniques for the SAS application, and explore the use of
both complexity and quality metrics to do so. Other betterperforming ATR algorithms (e.g., convolutional neural network classifiers) will also be incorporated into the studies.
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(a) Significance function Ψ1

(b) Significance function Ψ2

(c) Significance function Ψ3

(d) Significance function Ψ4

(e) Significance function Ψ5
Fig. 1. Five different significance functions Ψ· , which emphasize different regions of the FROC-space.
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Fig. 2. Five hypothetical weighting functions ζ · , which convey preferences for the direction in which modeling errors are made.

(a) Toy model ωL : no bias and low variance

(b) Toy model ωH : no bias and high variance

(c) Toy model ωP : bias proportional to the probability of detection

(d) Toy model ωI : bias inversely proportional to the probability of
detection

Fig. 3. Toy performance-estimation models, where the mean of the model at each probability of detection is shown in white, while the realized performance
of the ATR algorithm is shown in black. (In (a) and (b), the black and white curves are collocated.)
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Fig. 4. The four toy models at a probability of detection of 0.8. The true false alarm rate realized by the ATR, shown in black, determines the value of each
model in the utility calculation.

(a) Significance function Ψ1

(b) Significance function Ψ2

(c) Significance function Ψ3

(d) Significance function Ψ4

(e) Significance function Ψ5
Fig. 5. For the four toy performance-estimation models on the synthetic data set, the accrued utility as a function of probability of detection, with respect to
each of the five significance functions Ψ· . The relative utility for a given case is shown in each legend.
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Fig. 6. The degree to which each of the four toy models overestimate performance on the synthetic data set, as quantified by the cdf at the true false alarm
rate realized by the ATR, as a function of the probability of detection.

(a) ζ 1 , Ψ1

(b) ζ 1 , Ψ2

(c) ζ 1 , Ψ3

(d) ζ 1 , Ψ4

(e) ζ 1 , Ψ5

(f) ζ 2 , Ψ1

(g) ζ 2 , Ψ2

(h) ζ 2 , Ψ3

(i) ζ 2 , Ψ4

(j) ζ 2 , Ψ5

(k) ζ 3 , Ψ1

(l) ζ 3 , Ψ2

(m) ζ 3 , Ψ3

(n) ζ 3 , Ψ4

(o) ζ 3 , Ψ5

(p) ζ 4 , Ψ1

(q) ζ 4 , Ψ2

(r) ζ 4 , Ψ3

(s) ζ 4 , Ψ4

(t) ζ 4 , Ψ5

(u) ζ 5 , Ψ1

(v) ζ 5 , Ψ2

(w) ζ 5 , Ψ3

(x) ζ 5 , Ψ4

(y) ζ 5 , Ψ5

Fig. 7. For the four toy performance-estimation models on the synthetic data set, the accrued ζ-weighted utility from (18) as a function of probability of
detection, with respect to each of the five weighting functions ζ · paired with each of the five significance functions Ψ· .
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(a) λ = 0.0713

(b) λ = 0.1787
Fig. 8. (a) Example SAS image with benign seafloor, from the SPM1 data
set, and (b) example SAS image with complex seafloor, from the ARI1 data
set. The value of the muesli complexity metric, λ, for each image is also
shown.

Fig. 10. The realized ATR performance of the Mondrian detection algorithm
on each data set. The color of the curve for sets used in model training is
related to the mean muesli complexity value, also indicated in the legend.

Fig. 9. The mean muesli complexity of the images in each data set, and how
the data was used (model training or test).

Fig. 11. Variation of the realized ATR performance of the Mondrian detection
algorithm on the GAM1 data set, when different random subsets of samples
are considered. The fraction of samples used, φ, is indicated in the legend.
The mean performance over 1000 random subsets (for each fraction) is shown
by a thick line, while the mean ± one standard deviation are shown by thin
lines.
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(a) Model ωA

(b) Model ωB

(c) Model ωC

(d) Model ωD

Fig. 12. Four performance-estimation models, developed from real SAS data, where the mean of the model at each probability of detection is shown in white.
Note the different abscissa ranges.
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(a) Significance function Ψ1

(b) Significance function Ψ2

(c) Significance function Ψ3

(d) Significance function Ψ4

(e) Significance function Ψ5
Fig. 13. For the four real performance-estimation models, the accrued utility as a function of probability of detection, with respect to each of the five
significance functions Ψ· , when the test set was the data from GAM1 (and φ = 1.0). The relative utility for a given case is shown in each legend.
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(a) Significance function Ψ1

(b) Significance function Ψ2

(c) Significance function Ψ3

(d) Significance function Ψ4

(e) Significance function Ψ5
Fig. 14. For the four real performance-estimation models, the accrued utility as a function of probability of detection, with respect to each of the five
significance functions Ψ· , when the test set was the data from MAN2 (and φ = 1.0). The relative utility for a given case is shown in each legend.
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Fig. 15. The degree to which each of the four real performance-estimation models overestimate performance, as quantified by the cdf at the true false alarm
rate realized by the ATR, as a function of the probability of detection, when the test set was the data from GAM1 (and φ = 1.0).

Fig. 16. The degree to which each of the four real performance-estimation models overestimate performance, as quantified by the cdf at the true false alarm
rate realized by the ATR, as a function of the probability of detection, when the test set was the data from MAN2 (and φ = 1.0).
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Fig. 17. Histograms of the total utility achieved on the GAM1 test data set from the Φ = 1000 draws with φ = 0.9. Each row corresponds to one model,
ω· , while each column corresponds to one significance function, Ψ· . The mean of the present case is shown in light-gray/green, while the case using φ = 1.0
is shown in dark-gray/red (when different).

Fig. 18. Histograms of the total utility achieved on the GAM1 test data set from the Φ = 1000 draws with φ = 0.5. Each row corresponds to one model,
ω· , while each column corresponds to one significance function, Ψ· . The mean of the present case is shown in light-gray/green, while the case using φ = 1.0
is shown in dark-gray/red (when different).
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Fig. 19. Histograms of the total utility achieved on the MAN2 test data set from the Φ = 1000 draws with φ = 0.9. Each row corresponds to one model,
ω· , while each column corresponds to one significance function, Ψ· . The mean of the present case is shown in light-gray/green, while the case using φ = 1.0
is shown in dark-gray/red (when different).

Fig. 20. Histograms of the total utility achieved on the MAN2 test data set from the Φ = 1000 draws with φ = 0.5. Each row corresponds to one model,
ω· , while each column corresponds to one significance function, Ψ· . The mean of the present case is shown in light-gray/green, while the case using φ = 1.0
is shown in dark-gray/red (when different).
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TABLE I
M ODEL UTILITY, FOR DIFFERENT SIGNIFICANCE FUNCTIONS Ψ, ON THE SYNTHETIC
Ψ1
0.910
0.641
0.626
0.554

Model
ωL
ωH
ωP
ωI

Ψ2
0.910
0.642
0.515
0.668

Utility
Ψ3
0.910
0.641
0.563
0.629

Ψ4
0.910
0.641
0.603
0.584

Ψ5
0.910
0.642
0.554
0.634

Ψ1
1.000
0.705
0.689
0.609

TABLE II
S UMMARY MEASURE OF EACH TOY MODEL’ S OVERESTIMATION OF PERFORMANCE ,
Model
ωL
ωH
ωP
ωI

DATA SET

Relative Utility
Ψ2
Ψ3
Ψ4
1.000
1.000
1.000
0.706
0.705
0.705
0.566
0.619
0.663
0.734
0.691
0.642

Ψ5
1.000
0.706
0.609
0.697

ON THE SYNTHETIC DATA SET

δ
0.5249
0.5703
0.2047
0.8147

TABLE III
DATA

Data Set
Code
NSM1
CAT2
ARI2
MAN1
ARI1
COL2
CAT1
AMI1
TJM1
ONM1
SPM1
MAN2
GAM1

Name of Sea
Experiment
NSMEX
Catharsis 2
ARISE’12
MANEX’13
ARISE’11
Colossus 2
Catharsis 1
AMiCa
TJMEX
ONMEX
SPMEX
MANEX’14
GAMEX

SET CHARACTERISTICS

Survey Dates
(months / year)
5 / 2015
10 / 2009
10-11 / 2012
9-10 / 2013
5 / 2011
4-5 / 2008
3 / 2009
5-6 / 2010
10 / 2015
9 / 2016
4 / 2013
9-10 / 2014
3-4 / 2017

Survey
Location
Ostend, Belgium
Elba, Italy
Elba, Italy
Elba, Italy
Bonassola, Italy
Riga/Liepaja, Latvia
Palmaria, Italy
Tellaro, Italy
Cartagena, Spain
Hyères, France
Cartagena, Spain
Bonassola, Italy
Patras, Greece

Muesli Complexity
(µ ± σ)
0.2236 ± 0.0946
0.1539 ± 0.0733
0.1384 ± 0.0933
0.1298 ± 0.0675
0.1291 ± 0.0846
0.1286 ± 0.1090
0.1056 ± 0.0152
0.0710 ± 0.0206
0.0579 ± 0.0138
0.0561 ± 0.0082
0.0509 ± 0.0123
0.1289 ± 0.0727
0.0497 ± 0.0085

TABLE IV
S UMMARY MEASURE δ

OF EACH MODEL’ S OVERESTIMATION OF PERFORMANCE , ON THE REAL TEST DATA SETS ( WITH

Model
ωA
ωB
ωC
ωD

GAM1
0.0916
0.0788
0.0170
0.0007

MAN2
0.5161
0.9389
0.5131
0.1189

φ = 1.0)
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TABLE V
M ODEL UTILITY ( MEANS ) USING Ψ1
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.704
0.815
0.280
0.088

Utility
φ = 0.9
0.705
0.814
0.280
0.088

φ = 0.5
0.713
0.807
0.280
0.088

TABLE VI
M ODEL UTILITY ( MEANS ) USING Ψ2
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.427
0.532
0.206
0.065

Utility
φ = 0.9
0.428
0.532
0.206
0.065

φ = 0.5
0.437
0.528
0.206
0.065

TABLE VII
M ODEL UTILITY ( MEANS ) USING Ψ3
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.473
0.574
0.198
0.068

Utility
φ = 0.9
0.474
0.572
0.198
0.068

φ = 0.5
0.482
0.559
0.189
0.068

TABLE VIII
M ODEL UTILITY ( MEANS ) USING Ψ4
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.613
0.674
0.205
0.078

Utility
φ = 0.9
0.615
0.672
0.205
0.077

φ = 0.5
0.620
0.655
0.201
0.077

TABLE IX
M ODEL UTILITY ( MEANS ) USING Ψ5
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.486
0.533
0.126
0.071

Utility
φ = 0.9
0.488
0.531
0.126
0.071

φ = 0.5
0.501
0.519
0.126
0.070

WITH TEST SET

GAM1

Relative Utility
φ = 1.0
φ = 0.9
φ = 0.5
0.863
0.866
0.886
1.000
1.000
0.998
0.343
0.344
0.347
0.108
0.109
0.109

WITH TEST SET

GAM1

Relative Utility
φ = 1.0
φ = 0.9
φ = 0.5
0.802
0.806
0.826
1.000
1.000
0.998
0.386
0.388
0.390
0.121
0.122
0.122

WITH TEST SET

GAM1

Relative Utility
φ = 1.0
φ = 0.9
φ = 0.5
0.825
0.830
0.854
1.000
0.999
0.985
0.346
0.345
0.332
0.119
0.119
0.120

WITH TEST SET

φ = 1.0
0.911
1.000
0.304
0.115

Relative Utility
φ = 0.9
φ = 0.5
0.914
0.918
0.998
0.967
0.305
0.297
0.115
0.114

WITH TEST SET

φ = 1.0
0.912
1.000
0.236
0.132

GAM1

GAM1

Relative Utility
φ = 0.9
φ = 0.5
0.915
0.916
0.994
0.948
0.236
0.231
0.132
0.128
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TABLE X
M ODEL UTILITY ( MEANS ) USING Ψ1
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.458
0.419
0.551
0.176

Utility
φ = 0.9
0.459
0.421
0.551
0.176

φ = 0.5
0.461
0.435
0.555
0.177

TABLE XI
M ODEL UTILITY ( MEANS ) USING Ψ2
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.268
0.093
0.262
0.205

Utility
φ = 0.9
0.268
0.093
0.262
0.205

φ = 0.5
0.268
0.096
0.265
0.208

TABLE XII
M ODEL UTILITY ( MEANS ) USING Ψ3
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.466
0.415
0.608
0.107

Utility
φ = 0.9
0.467
0.420
0.612
0.105

φ = 0.5
0.469
0.428
0.606
0.100

TABLE XIII
M ODEL UTILITY ( MEANS ) USING Ψ4
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.580
0.658
0.731
0.136

Utility
φ = 0.9
0.581
0.661
0.731
0.136

φ = 0.5
0.584
0.683
0.737
0.136

TABLE XIV
M ODEL UTILITY ( MEANS ) USING Ψ5
Model
ωA
ωB
ωC
ωD

φ = 1.0
0.359
0.179
0.481
0.162

Utility
φ = 0.9
0.359
0.180
0.479
0.162

φ = 0.5
0.359
0.183
0.462
0.164

WITH TEST SET

MAN2

Relative Utility
φ = 1.0
φ = 0.9
φ = 0.5
0.832
0.833
0.833
0.761
0.765
0.783
1.000
1.000
0.998
0.319
0.320
0.320

WITH TEST SET

MAN2

Relative Utility
φ = 1.0
φ = 0.9
φ = 0.5
1.000
1.000
0.990
0.346
0.347
0.354
0.977
0.978
0.976
0.765
0.767
0.771

WITH TEST SET

MAN2

Relative Utility
φ = 1.0
φ = 0.9
φ = 0.5
0.767
0.772
0.786
0.682
0.696
0.726
1.000
1.000
0.967
0.176
0.174
0.170

WITH TEST SET

φ = 1.0
0.793
0.900
1.000
0.186

Relative Utility
φ = 0.9
φ = 0.5
0.795
0.778
0.904
0.903
0.999
0.976
0.186
0.182

WITH TEST SET

φ = 1.0
0.746
0.372
1.000
0.337

MAN2

MAN2

Relative Utility
φ = 0.9
φ = 0.5
0.751
0.782
0.376
0.401
1.000
1.000
0.339
0.356
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