Through-the-sensor performance estimation of the
Mondrian detection algorithm in sonar imagery
Bart Gips

David P. Williams

Centre for Maritime Research and Experimentation
NATO STO
La Spezia, Italy
bart.gips@cmre.nato.int

Centre for Maritime Research and Experimentation
NATO STO
La Spezia, Italy
david.williams@cmre.nato.int

Abstract—The Mondrian detection algorithm (MDA) is a
powerful method for automatic object detection of targets on
the sea floor using synthetic aperture sonar (SAS) images. If
a target is present, this will be reflected in a highlight with
an accompanying acoustic shadow downrange. In this work we
focus on the core detection stage of the MDA which consists
of threshold checks of mean sonar intensity of sub-patches of
different sizes within the SAS image (e.g. the shadow is generally
larger than the highlight). We use statistical analysis to evaluate
the probability of passing and failing these tests, given the
statistics of the target we want to detect (e.g. a naval mine)
and the SAS image statistics (e.g. signal-to-noise levels). The
highlight, shadow and background signals are modelled using
gamma distributions, leading to closed-form expressions for the
multiple detector tests. From these estimated probabilities for
passing the corresponding detector tests, the False Positive (FP)
and False Negative (FN) rates can be calculated. The utility of
these estimates is two-fold: 1) They can be used to optimize the
MDA’s performance as a function of the threshold parameters
used in the detector tests. Given a preferred balance between FPs
and FNs, the best parameter values can be found to be used in
future ATR scenarios; 2) Once the parameters for MDA are set,
we can use the false negative estimate to quantify the remaining
risk of an undetected mine being present in a given SAS image.
This can be used in a performance evaluation framework to
determine whether further investigation is required (i.e. more
SAS images of the same area of sea bed should be captured).
We illustrate the effectiveness of our proposed methodology by
applying it to previously gathered SAS data.
Index Terms—Object detection, Mondrian Detection Algorithm, Mine countermeasures (MCM), performance evaluation,
Synthetic Aperture Sonar

(figure 1). The highlight (H0 ) needs to be brighter than its immediate environment (H1−5 , corresponding to tests Θ1 − Θ5 ),
and brighter than the image median (test Θ6 ). Similarly,
the shadow (S1−3 ) needs to be darker than its immediate
environment (S4 and S5 , with corresponding tests Θ7 , Θ8 ) as
well as darker than the image median (test Θ9 ). If a sufficient
number of theses tests is passed, features can be extracted
from the image patch to generate a detection score. Here
we shall focus on the statistics of the detector tests, Θn for
n ∈ {1, 2, . . . , 9}.

I. I NTRODUCTION
In this paper we shall investigate the Mondrian detection
algorithm (MDA, [1]) in a statistical context. The MDA has
recently been developed for use in object detection in synthetic
aperture sonar (SAS) images. The Mondrian algorithm has
roughly two main stages: an initial core detection stage and a
second feature extraction stage to generate a detection score of
an image patch that passed the core detection stage. The core
detection stage generates discrete alarms based on 9 detector
tests for image patches named Θ1 , Θ2 , . . . , Θ9 .
If a target is present, this will be reflected in a highlight
with an accompanying shadow down-range. The Mondrian
algorithm makes use of this fact in the detector tests by
contrasting mean intensities of neighbouring image patches

Fig. 1. Illustration of the different blocks within an image whose mean image
intensities are used in the various detector tests as part of the MDA. Figure
taken with permission from [1].

II. M ONDRIAN D ETECTION A LGORITHM : C OMPOSITION B
Since the original Mondrian detection algorithm was presented in [1], several improvements to the method have been
made. We refer to the resulting algorithm that incorporates all
of these modifications as the “Mondrian detection algorithm:

Composition B” (MDA:B). For consistency, we follow the
notation used in [1]. The differences of MDA:B from the
original MDA are as follows.
The location of the shadow blocks, S1 -S5 , were modified
slightly, with the effect being an increase in the relative center
in the range direction. The new relative centers are shown in
Table I.
TABLE I
M ODIFIED DETECTOR SHADOW- BLOCK ARRANGEMENT DETAILS

Block
Name
S1
S2
S3
S4
S5

Relative Center (m)
Along-Track
Range
0
1.5γ2 + γ4
0
2γ2 + γ4
0
γ2 + 0.5x + γ4
−(2γ1 + γ3 )
5γ2 + γ4
2γ1 + γ3
5γ2 + γ4

To reduce the number of free parameters in the algorithm,
tests Θ6 and Θ9 were modified. Instead of using two unique
parameters τ2 and τ3 , the tests are altered to make use of
the single shared parameter τ1 , as all the other tests do. In
the new formulation, the quantity used in tests Θ6 and Θ9
can also be slightly different from the image median because
a lower bound is enforced. Specifically, the tests now use
νB = max{ν, 1} instead of the (normalized) image median
ν directly. With these changes, the new test expressions are
shown in Table II.
TABLE II
M ODIFIED DETECTOR TESTS

Test Name
Θ6
Θ9

Test Expression
B(H0 ) > (1 + τ1 )νB
B(S2 ) < (1 − τ1 )νB

The new default (or recommended) setting for the key
parameter of the tests is now τ1 = 0.3.
Although the remaining changes do not impact the present
study, we note them here for completeness. In the MDA:B,
the bathymetric branch of the algorithm is deactivated, which
eliminates 9 parameters. Also, any alarm with a final detection
score below 0.05 is immediately filtered out.
Under the MDA:B, the set of threshold parameters τ
becomes a single parameter, τB , so additional analysis can
be undertaken more readily.
III. P IXEL - LEVEL STATISTICS
We shall first briefly consider the statistics on the level of
individual pixels. The Mondrian algorithm works by contrasting mean intensities of blocks of pixels of certain sizes. In this
case we treat every pixel as being independent from all others
in the image, essentially treating SAS images as a collection
of noisy pixels for which the pixel intensities follow a certain
distribution.

A. Fitting a distribution to the pixel intensity values
The MDA starts with a normalization step in which pixel
magnitudes of the raw SAS image are rescaled based on their
range and along-track offset as well as log-transformed and
thresholded. An example of such a normalized image is visible
in figure 2A. After this normalization step we fit a gamma
distribution with shape parameter α and rate parameter β to the
distribution of all non-zero (normalized) pixel values (figure
2B):
β α α − 1 −βx
x
e
(1)
Γ(α)
where Γ(·) is the gamma function. The gamma
distribution has mean E(x) = α/β and variance
var(x) = E([x − E(x)]2 ) = α/β 2 .
p(x) = Gamma(x; α, β) =

Others have used the K-distribution to model synthetic
sonar and radar image intensity values [2]–[6]. In this case,
however, we are not dealing with raw intensity values, but
instead with values that have been preprocessed in a particular
way. Therefore, the theoretical arguments for choosing the
K-distribution do not necessarily hold. Secondly, gamma
distributions are a more pragmatic choice. Their parameters
are easier to fit, and as we shall see, choosing the gamma
distribution will allow us to describe MDA’s detector tests
using closed-form expressions.
1) The pdf of the average of gamma-delta-distributed pixel
values: For the detector tests Θn for n ∈ {1, 2, . . . , 9} of
the Mondrian algorithm we need to calculate average pixel
intensity within blocks H0 , Hi and Si for i ∈ {1, 2, . . . , 5}.
If we assume that all pixels within a Mondrian-block are
independent and identically distributed we can model the pixel
values using a mixture distribution:
p(x) = (1 − ρ) δ(x) + ρ Gamma(α, β)

(2)

where ρ is the fraction of image pixels that are positive
non-zero), and δ(·) is the Dirac delta function (i.e.
R(i.e.
b
δ(x)dx
= 1 for all intervals [a,b] containing x = 0 and
Rab
δ(x)dx = 0 otherwise). Equation 2 is similar to a “spikea
and-slab” distribution [7], where the zero-value pixels are
sampled from the delta spike, and all others from the gammadistributed “slab”.
The mean value of a sample of N pixels will again follow
a gamma distribution:
x̄ =

K
1 X
xi ∼ Gamma(x̄; Kα, N β)
N i=1

(3)

where K ≤ N is the number of non-zero pixel values in our
set of N pixels. The value of K itself follows a binomial
distribution:
 
N K
K ∼ Binom(K; N, ρ) =
ρ (1 − ρ)N −K .
K

(4)
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Fig. 2. (A) An example normalized SAS image (2001 x 7333 pixels)
convolved with an isotropic Gaussian filter with standard deviation of 3 pixels
to filter out some of the high-frequency noise. A cylindrical target is visible
at an along-track coordinate of ∼ 40m and a range of ∼ 80m. We will use
this image (without the Gaussian filter) to illustrate the different statistical
analyses. (B) A histogram showing the distribution of pixel values > 0 in the
image in panel A together with best fitting gamma (equation 1) (maximum
likelihood estimate).

IV. B LOCK - LEVEL STATISTICS
Now we could use the distribution in equation 3 for the
mean intensity values within each block with different values
for N to estimate the probability of passing the detector tests
Θn . However, one of the main reasons why the Mondrian
algorithm works, is because it works with blocks of pixels,
the size of which can be tuned to the size of the objects of
interest. That is, the pixels that should be sampled to calculate
x̄ in equation 3 should be neighbours. For this reason we shall
now consider the statistics of mean intensities of blocks of
neighbouring pixels of relevant sizes.
A. Fitting distributions to block intensities
We can extract the block-level statistics by convolving the
image with a rectangular uniform filter kernel that has the
same size as the block we are interested in (e.g. a relatively
small square kernel in the case of H0 or a large wide rectangle
in the case of S4 , see figure 1). After this convolution every
pixel in the resulting filtered image will give us the value of
the mean block intensity if we were to place a block over that
specific pixel in the original image. The plots on the left in
figure 3 show the possible values of mean pixel intensities of
the relevant detector block sizes for the SAS image shown in
figure 2A. As we can see, despite the fact that the number of
pixels within a block is reasonably large (e.g. N = 289 for
H0 and S1 , to N = 6650 for S4 and S5 ), the distributions of
possible mean pixel intensities (x̄) do not resemble normal

Fig. 3. A-E Distributions of mean pixel values of blocks of different sizes
(H0 − H5 , S1 − S5 ) extracted by convolving the normalized SAS image in
figure 2A with a normalized rectangular kernel of the relevant size (fig 1). With
it are shown the maximum-likelihood fitted normal and gamma-distributions.
F Bar plots showing the Log of the likelihood-ratio between the best-fitting
gamma distribution and best-fitting Normal distribution.

distributions, which we would expect for large number of
independently sampled pixel values following the central limit
theorem. This is seen by the poor fit of the normal distributions
(red dashed lines, see also figure 3F). In the following sections
we will now assume that the distributions such as those in
figure 3 are dominated by noise, i.e. we have captured statistics
of everything in the SAS image that is not target-related1 .
V. P REDICTING THE RESULT OF THE CORE DETECTION
PHASE

Since we now have a way of describing the SAS image
statistics, we can use this to estimate the MDA performance by
calculating the probability of noise passing the MDA detector
tests (leading to a false positive, FP) or a target failing to pass
the detector tests (false negative, FN).
A. False positives
We shall begin by discussing how to estimate the FP
rate. If we assume that most pixels within an image contain
non-targets, the distributions in figure 3A-E can help us to
estimate the false positive rate. That is, how likely it is that
“random” variations in pixel intensity cause a positive value
in the detector test2 .
1) Tests Θ6 and Θ9 : Calculating the probability of passing
the detector tests is easiest for Θ6 and Θ9 , since they simply
compare the average pixel intensity inside a specific block to
a constant:
1 For our example image this is more-or-less true since only 1 real target
is present in the image, and it therefore contributes only marginally to the
distributions in figure 3. This will be similar in realistic SAS images.
2 By “random” or “noise” we mean any signal that is not the target signal,
i.e. any image shapes or characteristics that are not caused by the presence
of a target.

∞

P (Θ6 = 1) = P (h̄0 > τ2 + ν) =

p(h̄0 ) dh̄0 .

(5)

p(s̄2 ) ds̄2

(6)

τ2 +ν

Similarly for test Θ9 :
Z

τ3 ν

P (Θ9 = 1) = P (s̄2 < τ3 ν) =
−∞

where h̄0 = B(H0 ) and s̄2 = B(S2 ) are the average pixel
intensities in block H0 and S2 respectively. The values τ2 and
τ3 are threshold parameters used in the Mondrian algorithm.
We can use the maximum likelihood gamma distributions for
p(h̄0 ) and p(s̄2 ).
2) Tests Θ1 −Θ5 : In this case we want to calculate P (h̄0 >
(1 + τ1 )h̄n ):
∞

Z

p(δh0n ) dδh0n (7)

P (Θn = 1) = P (h̄0 > (1 + τ1 )h̄n ) =
0

where δh0n = h̄0 − (1 + τ1 )h̄n , and τ1 is another threshold
parameter used in the Mondrian algorithm.
If we are using the gamma distribution as a model for the
block-level statistics, we could choose to follow a strategy
similar to equation 7. For this to work, we need to know
the distribution of the difference of two gamma-distributed
variables. Since the shape and rate parameters are generally
different for the two distributions, finding a simple closedform expression will not be possible. One way of dealing
with this would be to approximate h̄0 and h̄n as normally
distributed random variables with mean and variances that
match the best-fitting gamma model. Figure 3 shows that the
normal distributions are a poor approximation.
Instead of calculating the probability that the difference
of two variables is larger than 0, we can also calculate the
probability that the ratio of the two is larger than 1. The ratio
of two gamma-distributed variables is distributed according to
a generalized beta prime distribution:

0

p

 αp−1 
x
q

β (x; α, β, p, q) =

where αhn and βhn for n ∈ 0, 1, . . . , 5 are the corresponding
maximum-likelihood shape and rate parameters, that resulted
from fitting a gamma distribution to the distribution of the
mean intensities within Hn -blocks (h̄n ) in the SAS image
(figure 3).

1+

 p −α−β
x
q

P (Θ7 = 1) = P ([s̄1 < (1 − τ1 )s̄4 ] ∧ [s̄1 < (1 − τ1 )s̄5 ])
 


s̄1
s̄1
<1 P
<1
=P
(1 − τ1 )s̄4
(1 − τ1 )s̄5
 
2
s̄4
= P
.
> (1 − τ1 )
s̄1
(10)
Here we have used the fact that S4 and S5 blocks are of
equal size, so p(s̄4 ) = p(s̄5 ). This probability can be evaluated
analogously to equation 9. For test Θ8 we simply have to
exchange s̄1 for s̄3 .
Figure 4 shows all 9 estimated probabilities for a false
positive for the individual detector tests Θn using the methods
described in this section.
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Fig. 4. The estimates for all P (Θn ) for the SAS images in figure 2A. Gamma
distributions were used to fit the block-intensity distributions (equation 1).
Note that P (Θ1 ) = P (Θ2 ) = · · · = P (Θ5 ), and P (Θ9 ) ≈ 8.5 × 10−5 so
the corresponding bar is virtually invisible at the current scale.

B. False Negatives
(8)

qB(α, β)

where B(α, β) is the Beta function
Z 1
B(α, β) =
tα−1 (1 − t)β−1 dt.
0

If X1 ∼ Γ(α1 , β1 ) and X2 ∼ Γ(α2 , β2 ), then:


X1
X1
β2
p
= β0(
; α1 , α2 , 1, )
X2
X2
β1
In our case of the detector tests this translates to:


h̄0
P (Θn = 1) = P
> (1 + τ1 )
h̄
Z ∞ n
βh
β 0 (r; αh0 , αhn , 1, n )dr
=
βh0
1+τ1

3) Tests Θ7 and Θ8 : The last two tests, Θ7 and Θ8 , evaluate
whether the main shadow areas are darker than their direct
surroundings. They are both conjunctions of two tests similar
to Θ1 − Θ5 . Note that the S4 and S5 blocks are of the same
size, so the distributions of s̄4 and s̄5 are equal. This leads to
the following equation for test Θ7 :

P (Θ)

Z

(9)

In the case of mine counter measures, avoiding false negatives is arguably more important than avoiding false positives,
since the cost of missing a mine is generally much larger than
falsely identifying something as a mine.
For a false negative to happen, non-target features have to bias
the detector tests towards a negative result. For example, noise
in the H1 block causes its average pixel intensity to increase,
leading to a negative result for Θ1 .
To estimate P (Θn = 0| target), i.e. the probability that the
test fails, despite the presence of a target, we need to “know”
(approximate or estimate) two things: 1) the signature of the
target in the absence of noise, and 2) the effect that noise adds
to the signature of the target.
If we have recorded examples of known targets, we can fit
distributions to the block-level statistics extracted from this
reference data. We can then use these model fits together with

the approach of section V-A (i.e. assume that most, if not all
pixels within the image contain non-targets) to estimate the
false negative rate. To this end we fitted gamma distributions
to the sample distributions for the 6 different block types
(H0 , H1−5 , S1 , S2 , S3 , S4−5 ) centred on 2196 contacts. The
parameters for the maximum-likelihood fit are given in table
III. Since the shadow blocks are shifted for MDA:B, they are
fit to different distributions (S1 : B, S2 : B, S3 : B, S4−5 : B.
Note that that the shifted version of shadow block S3, i.e.
S3 : B, generally contains lower-intensity pixels, demonstrating the reason for this shift.

P (Θ7 = 0) = P ([s̄1 > (1 − τ1 )s̄4 ] ∨ [s̄1 > (1 − τ1 )s̄5 ])

 

s̄1
s̄1
=1−P
<1 P
<1
(1 − τ1 )s̄4
(1 − τ1 )s̄5
 
2
s̄4
=1− P
.
> (1 − τ1 )
s̄1
(14)
TABLE IV
M AXIMUM - LIKELIHOOD PARAMETER VALUES FOR GAMMA
DISTRIBUTIONS FITTED TO THE BLOCK - LEVEL STATISTICS OF THE 1903
SAS IMAGES CONTAINING THE 2196 TARGETS FROM TABLE III.

TABLE III
M AXIMUM - LIKELIHOOD PARAMETER VALUES FOR

GAMMA
DISTRIBUTIONS FITTED TO THE BLOCK INTENSITIES SURROUNDING
TARGETS .

αt
3.49
3.56
2.53
1.00
4.35
4.60
2.38
0.98
0.46
4.88

H0
H1−5
S1
S2
S3
S4−5
S1 : B
S2 : B
S3 : B
S4−5 : B

H 0 , S1
H1−5
S2
S3
S4−5

2196

βt
0.42
1.34
1.42
0.69
1.74
2.00
1.32
0.63
0.32
2.08

αn
5.13
5.93
5.27
5.78
8.11

βn
1.97
2.27
2.02
2.18
3.07

C. Optimizing detector test thresholds

Now we can calculate the probability of a target failing the
detector tests.
1) Tests Θ6 and Θ9 : As we discussed in section V-A1,
these two tests simply test the mean intensity with respect to
to a reference threshold value:
Z τ2 +ν
P (Θ6 = 0) =
p(h̄0 ) dh̄0
−∞
(11)
1
=
γ(αH0 , βH0 (τ2 + ν)).
Γ(αH0 )
where Γ(·) is once again the gamma function as in equation
1.
Similarly for test Θ9 :
Z ∞
P (Θ9 = 0) =
p(s̄2 ) ds̄2
τ3 ν
(12)
1
=1−
γ(αS2 , βS2 (τ3 ν)).
Γ(αS2 )
2) Tests Θ1 − Θ5 : For these tests we can again use the
approach using the beta prime distribution in equation 9:

In this section we will optimize the threshold parameters
τ = {τ1 , τ2 , τ3 } given a training data set.
To optimize the detector threshold parameters we determined α and β parameters by fitting gamma distributions
to block-level statistics of the same large reference data set
we used to find the values related to targets in table III;
these fits are given in table IV. Note that, as expected, these
values can differ significantly from those in table III, since the
blocks extracted from the images contained primarily noise,
rather than target information. Secondly we need to define
a cost function to optimize, for this we need to consider
the following; for the Mondrian algorithm to further consider
a detected area, the number of detector tests passed (np )
should be at least ns (which is generally set at 6, but may
be lower at edges of images, since fewer tests are possible to
perform there). For false positives we are concerned about the
probability of passing a sufficient number of tests by chance:
PF P (np ≥ ns ) =

nt
X

P (np = k)

(15)

k=ns

whereas in the case of false negatives, we are interested in
passing an insufficient number of tests:
PF N (np < ns ) =

nX
s −1

P (np = k)

(16)

k=0


P (Θn = 0) = P
Z
=


h̄0
< (1 + τ1 )
h̄n

1+τ1

−∞

βh
β (r; αh0 , αhn , 1, n )dr.
βh0

(13)

0

3) Tests Θ7 and Θ8 : We once again follow section V-A3,
but we need to keep in mind that if we want the detector tests
to fail, the conjunction changes to a disjunction (i.e. either of
the two tests needs to fail):

where nt is the total possible number of tests (in general nt =
9, but this number may decrease near the edges of the image).
The probability of passing exactly k tests follows a Poissonbinomial distribution:
P (np = k) =

X

Y

S + ∈Ck m∈S +

P (Θm )

Y
n∈S\S +

(1 − P (Θn ))
(17)

Set Ck contains all possible combinations of k draws
from the set {1, 2, . . . , nt }. Note that the probabilities of
passing the first five tests (i.e. P (Θn ) for n ∈ {1, 2, . . . , 5})
are all equal. It is also important to note that values for
P (Θn ) are different for calculating FPs or FNs (compare
sections V-A and V-B), since we will use different fits for
distributions p(h̄n ), p(s̄n ). These probabilities are a function
of the parameter fits of the target distributions (table III) and
the block-level statistics of noise in SAS tiles (table IV), i.e.
θ = {αt , β t , αn , β n }, as well as the threshold parameters we
would like to optimize (τ = {τ1 , τ2 , τ3 }). They are shown in
figure 5, together with the recommended values for τ taken
from [1].
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A slight issue exists with parameter τ3 . It only shows up in
a single detector test: Θ9 , and its effect on the cost function
is therefore much smaller than that of τ1 . The same can be
said for τ2 , however as can be seen in figure 5B, there is
a parameter value for Θ6 that makes (1 − PF P (Θ6 ))(1 −
PF N (Θ6 )) ≈ 1 , this cannot be said for Θ9 . As a result
the cost function does not converge for τ3 when ns = 6.
In the case of ns = 5, the relative importance of test Θ9
is increased and it will converge. In the case of ns = 6,
we chose to fix τ3 = 3.789, i.e. the value that
maximizes
1
((1 − P (Θ9 = 1|F P ))(1 − P (Θ9 = 0|F N ))φ ) φ .
We then optimize C by setting ns = 6, and τ3 = 3.789, this
leads to τ ∗ = [−0.235, 2.365, 3.789] with C(τ = τ ∗ |θ) ≈
−0.676. In the case of ns = 5, the optimal threshold values
are τ̃ = [0.088, 3.251, 4.621] with C(τ = τ̃ |θ) ≈ −0.81. With
these optimized threshold values we would expect the detection performance to be better than when the recommended
(unoptimized) values are used. Note that the optimal cost value
for ns = 5 is lower than for ns = 6, indicating that MDA’s
performance will be even better when setting ns = 5 and
τ = τ̃ .

3

4

5

τ3 ν̄

Fig. 5. The estimated probabilities for a false positive (FP, blue curve) or a
false negative (FN, orange curve) using the gamma distribution fits in tables
III and IV. They are plotted as a function of threshold values for tests Θ1 −
Θ9 . The thresholds resulting from using the recommended values for τ1 =
0.4, τ2 = 4, τ3 = 0.5 as given in [1] are indicated by the vertical black line.
The average median pixel intensity across the 1903 SAS images was equal
to ν̄ = 0.498.

Now we can define a cost function to minimize:
φ

1

C(τ |θ) = −((1 − PF P (np ≥ ns )) (1 − PF N (np < ns )) ) φ
(18)
i.e. the negative of a value that resembles the probability that
neither a FP nor a FN occur, where the bias term φ = 5 reflects
the fact that we consider FNs to be more costly than FPs. The
cost function is bounded to the interval [−1, 0], and will have
the maximal value of C = 0 when the FP and FN rate are
both 1, and a minimal value of C = −1 when they are both 0.
Minimizing C will therefore bring down both the FP and FN
rates.
The cost value for the recommended values (used in [1]) of
τ rec = [0.4, 4, 0.5] is equal to C(τ = τ rec |θ) ≈ −0.30.

When using “Composition B” of the MDA (MDA:B), tests
Θ6 and Θ9 are altered, such that they use the same threshold
parameters as all other tests, making our cost function onedimensional. Figure 6A and B show the cost as a function of
the single threshold parameter τB for multiple values of φ.
Increasing the importance of the FN rate (i.e. increasing φ)
pushes the optimal value closer to τB = 0. For φ = 5, the
optimal value is τB = 0.107.
1) The number of tests ns : We will now investigate the
effects of making the MDA:B more or less conservative by
changing ns . Figure 6C and D show the cost using φ = 5 for
different values of ns . From these figures we can conclude
that, based on the training data used, it would be more optimal
to lower the minimum number of tests needed to ns = 5,
as well as lowering the thresholds of the individual tests by
setting τB = τ̃B = 0.0647.
Why ns = 5 is better than ns = 6 can be seen from
figure 7, which shows the probabilities PF P (np ≥ ns ) and
PF N (np < ns ) that are the key ingredients for the cost
function in equation 18. As can be seen in figure 7B, choosing
ns = 6 will lead to too many FNs.
VI. D ETECTION PERFORMANCE OF INDIVIDUAL SAS
IMAGES

The probabilities of passing a detector test Θn can be
estimated using the methods discussed in section V. Ideally
we want to assess the MDA performance of an individual
SAS image. For example, perhaps the signal-to-noise ratio
in a particular image is not high enough, possibly leading to
many FPs or FNs. In the case of an individual SAS image,
we can easily estimate the FP rate (P (F P )) by fitting gamma
distributions to the image in question (figures 3, 4). These
probabilities tell us how likely it is that in this particular
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in the case of MDA:B. The respective FN rate estimates are
P (F N |τ̃ ) = 0.067 and P (F N |τ̃B ) = 0.14.
Figure 9 shows another three example SAS images with
corresponding estimates for P (F P ) and P (F N ) for the MDA
and MDA:B, using optimized threshold parameters τ , τB and
ns = 5. As expected the SAS image of a smooth sea bed
(figure 9A) is expected to lead to better MDA performance
(here reflected in a very low FN rate) than when the seabed is
covered by Posidonia growth (figure 9B) or contains many
sand ripples (figure 9C), since in those cases the FN rate
increases significantly. This means it is more likely for the
MDA to miss a target when it is hiding in either Posidonia or
sand ripples.
VII. D ISCUSSION
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Fig. 6. The cost function used for optimizing the threshold parameter τB for
Composition B of the MDA. A As expected, lower values for τB will decrease
the FN rate, moving the minimum for τB closer to 0 for large bias values
φ. B As in panel A, but now we constrain τB to the interpretable interval
of [0, 1]. C As in panel A, but now we fix φ = 5 and vary the minimum
number of detector tests that need to pass ns (see equations 15 and 16). D
As panel C, but once again we limit the plot to the interval τB ∈ [0, 1].
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Fig. 8. FP and FN rate estimates of example SAS image in figure 2A. A
Using optimal threshold parameters τ̃ = [0.088, 3.251, 4.621] and ns = 5.
B Using MDA:B with optimal paramters τ̃B = 0.0647 and ns = 5.
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of a false positive. B Similar to panel A, but now for the probability of a
false negative. Note that as expected, the detector becomes more conservative
when the threshold parameter τB or ns are increased.

image a randomly placed block or block pair (section IV)
can pass the detector test. For an image-specific estimate of
the FN rate (P (F N )) we can employ a hybrid approach of
sections V-A and V-B. That is, we use the distributions for
the relevant highlight and shadow blocks (H0 , S1 − S3 ) from
the training data set containing target information (table III),
but use image-specific gamma distributions for the background
blocks (H1 − H5 , S4 , S5 ).
If we set ns = 5 in equation 15, then for the SAS image in
figure 2A with the corresponding probabilities for the detector
tests are shown in figure 8. These probabilities lead to an
FP rate estimate of P (F P |τ̃ ) = 0.50, or P (F P |τ̃B ) = 0.60

In the current work we have performed statistical analysis
of the Mondrian detection algorithm (MDA). Using gamma
distributions to model the mean intensities of blocks of pixels
allowed us to derive closed-form expressions for the false
positive (FP) and false negative (FN) rate of the MDA. This
in turn gave us the opportunity to construct a cost function
with which we could optimize MDA’s detection threshold
parameters [τ1 , τ2 , τ3 ], τB . Secondly it allowed us to have
image-specific estimates of the FP and FN rates. Based on
these FP and FN estimates, we can assess to what extent
the MDA will be able to detect targets in a particular image.
This in turn informs us about the image quality and detector
performance.
A. Reliance on training data
One down-side of this method is that gamma distributions
need to be fit to a reference data set containing example target
data (table III). This in turn means that the FN estimates can
possibly be unreliable when the statistics of the SAS image at
hand do not match the general statistics of the training data
set. This could be the result of:
1) A target with features very different from the targets in
the training data.
2) Target environment being very different from that in the
training data set.
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image level. That is, to split up every image into sub-images
on which we separately estimate FP and FN rate. Further work
is required to determine the merit of such an approach and the
optimal size of these sub-images.
Finally, as mentioned, the block sizes are set a priori,
informed by the average size of real mine-like objects. Similar
to optimizing the threshold parameters as we did in section
V-C, we could use the cost function in equation 18 to optimize
the block sizes. Although we have to keep in mind the
reservations mentioned above: the optimization can only ever
be as good as our training data set.
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Fig. 9. Examples SAS images (left) with their corresponding FP and FN rate
estimates (right) A Another example recorded during SHOEX17 (like the one
in figure 2A) with a smooth sea bed and low image complexity. B,C SAS
images recorded during ESPMINEX18 trial dominated by posidonia (B) or
sand ripples (C). Similar to figure 2A, the SAS images have been normalized
as described in [1] and subsequently been smoothed with a Gaussian filter
with a standard deviation of 3 pixels.

The first option can be problematic, but we have not
considered it to be a major concern. Since the only real reason
a new target could not match the training data, would be
because of its size. The MDA is designed to detect targets of
a specific size, reflected in the block sizes (fig 1). This means
that “targets” that differ greatly from those in the training data
are not considered to be of interest. Alternatively, in future
work, we could split up the fit values in table III for different
target types. This would give us FN and FP estimates for
individual target types.
The second concern is taken care of in large part by the
fact that the FP and FN estimates use the block-level statistics
of a specific image (e.g. see figure 8). This means that any
changes in target environment will be reflected in the blocklevel statistics as long as they are consistent across the SAS
image. Large changes in target environment or clutter in
general within an image will be detrimental to the methods
proposed here, since the sonar image statistics are not correctly
captured by a single gamma distribution per block type for
the whole image. A possible extension of the methodology
proposed here would be to perform a similar analysis on a sub-

Throughout the current work, we have expressed the FN and
FP rates as probabilities. We have considered the probabilities
of passing a particular threshold test as in figure 8, or the
probability of passing (or failing) sufficient threshold tests
(equations 15 and 16). Now what does P (F N |τ ∗ ) = 0.37
mean for the SAS image in figure 2A? This expresses the
probability of highlight and shadow blocks randomly sampled
from the reference data leading to a non-detection given the
background noise and sea-bed clutter present in the image
in figure 2A. This means it cannot be directly translated into
something similar to “number of targets missed”. We do know
that the FP and FN rates are bound to [0, 1] and the higher
they are, the worse the estimated performance of the ATR. It
should therefore be considered as an alarmingly high value for
the FN rate, and perhaps we should record a second image
of the same piece of sea bed from a different aspect angle
for further (human) inspection, especially if no targets were
detected in this particular image. For a better understanding
on the interpretation of our FN and FP rates, future work
could include applying the MDA, together with the methods
described here to a large dataset with known ground truth
information.
R EFERENCES
[1] D. P. Williams, “The mondrian detection algorithm for sonar imagery,”
IEEE Transactions on Geoscience and Remote Sensing, vol. 56, pp. 1091–
1102, Feb 2018.
[2] N. J. Redding, “Estimating the parameters of the k distribution in
the intensity domain,” tech. rep., ELECTRONICS RESEARCH LAB
SALISBURY (AUSTRALIA), 1999.
[3] R. Raghavan, “A method for estimating parameters of k-distributed
clutter,” IEEE Transactions on Aerospace and Electronic Systems, vol. 27,
no. 2, pp. 238–246, 1991.
[4] E. Jakeman and P. N. Pusey, “Significance of k distributions in scattering
experiments,” Phys. Rev. Lett., vol. 40, pp. 546–550, Feb 1978.
[5] A. P. Lyons, D. A. Abraham, and S. F. Johnson, “Modeling the effect
of seafloor ripples on synthetic aperture sonar speckle statistics,” IEEE
Journal of Oceanic Engineering, vol. 35, no. 2, pp. 242–249, 2010.
[6] A. Lyons, D. R. Olson, and R. Hansen, “Quantifying the effect of random
seafloor roughness on high-frequency synthetic aperture sonar image
statistics,” vol. 38, (Cambridge, UK), pp. 151–158, Institute of Acoustics,
Dec 2016.
[7] T. J. Mitchell and J. J. Beauchamp, “Bayesian variable selection in linear
regression,” Journal of the American Statistical Association, vol. 83,
no. 404, pp. 1023–1032, 1988.

