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Adaptive Multiview Target Classification in Synthetic
Aperture Sonar Images Using a Partially
Observable Markov Decision Process
Vincent Myers and David P. Williams

Abstract—The problem of classifying targets in sonar images
from multiple views is modeled as a partially observable Markov
decision process (POMDP). This model allows one to adaptively
determine which additional views of an object would be most beneficial in reducing the classification uncertainty. Acquiring these
additional views is made possible by employing an autonomous
underwater vehicle (AUV) equipped with a side-looking imaging
sonar. The components of the multiview target classification
POMDP are specified. The observation model for a target is
specified by the degree of similarity between the image under
consideration and a number of precomputed templates. The
POMDP is validated using real synthetic aperture sonar (SAS)
data gathered during experiments at sea carried out by the NATO
Undersea Research Centre, and results show that the accuracy of
the proposed method outperforms an approach using a number
of predetermined view aspects. The approach provides an elegant
way to fully exploit multiview information and AUV maneuverability in a methodical manner.
Index Terms—Autonomous underwater vehicle (AUV), autonomy, multiview object classification, partially observable
Markov decision process (POMDP), synthetic aperture sonar
(SAS).

I. INTRODUCTION

T

HE automatic detection, classification, and identification
of targets such as sea mines on the seabed using high-frequency imaging sonar presents some remarkable challenges,
many of which stem from the difficulty of inferring a 3-D shape
from a 2-D projection [1]. Typically, this activity is carried out
by an unmanned system such as an autonomous underwater vehicle (AUV) which follows a preplanned mission prescribed by
a human operator. Focus is now shifting from this purely deliberative model for AUV control to incorporating some reactive
capabilities. In this model of autonomy, an AUV is permitted to
adapt its mission in response to its own precepts, allowing better,
more informative data to be collected which in turn should improve classification performance.
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Most AUVs used for seabed mapping and target classification
are equipped with a high-frequency side-looking sonar. This
sensor creates a strip-map acoustic image of the seafloor by
emitting high-frequency sound in the direction perpendicular
to the vehicle track; the resulting image, although illuminated
from the side, appears much like an aerial gray scale photo of
the seafloor with an observer’s point of view being from the top.
At the imaging frequencies considered here, the classification
is generally performed on features derived from the projected
geometric shape of the object [2], [3]. Given an area of high
clutter density, it is increasingly likely that a nontarget will appear target-like from any given view or combination of views.
Some recent work has examined how to combine several
views of an object to increase the classification accuracy: in
[4], computed features are fused by either creating an extended
feature vector and applying the classification method, or by
combining the probabilities using summary metrics such as
the mean, the maximum, or the product of the two a posteriori probabilities estimated by the output of the classification
algorithm. In [5], targets are classified using a radial basis
function network and multiple views of a target are fused using
Dempster’s rule [6]. Dempster–Shafer theory is also examined
in [7], where the first-stage classifier is a kernel-based ridge
regression and different methods of specifying the mass functions required by the fusion rule are examined. In [8], images of
unknown objects are correlated with views of known objects,
and the maximum correlation is taken as the final classification.
Fusion of multiple views is achieved by then taking the maximum over all the views. In [9], a feature vector is computed
from the acoustic sonar echo of an underwater object from a
number of aspects; these are combined recursively through a
feedback classifier to determine an overall decision based on
all aspects. Synthetic aperture sonar (SAS) data analogous to
the one used in this study is used in [10], where each view is
classified separately by first extracting features obtained by
correlating the object image with a library of templates and
classified using a support vector machine or a probabilistic
neural network. Fusion of the multiple views is achieved using
a heuristic rule where the class of the object is chosen to be the
one corresponding to the maximum output of the individual
classifiers. In addition, this same class must have been chosen
by the majority of the single aspect classifiers; otherwise, the
object is classified as a nontarget. Coregistration and fusion of
multiple actual images of the same target was suggested in [11],
where classification can be performed on the reconstructed
object echo via a model-based classifier.
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The previously discussed methods do not explicitly exploit
the known perspective change that has been applied when
one moves around an object. One way to do this is to model
the process with hidden Markov models (HMMs) [12], which
provide a useful framework for classifying a series of feature
vectors, such as those computed from a number of aspects on
a target, in order to obtain better results than classifying each
feature vector individually. In [13], an HMM is used to classify
a series of scattered waveforms from a number of targets.
The features are computed by decomposing the waveforms
using matched pursuits, and the Viterbi algorithm computes the
maximum-likelihood target (or target aspects) that produced
the measured waveforms. The probabilities of those waveforms
are modeled with a Gaussian mixture model estimated from
a training set. In [14], a multilayer perceptron (MLP) is used
to estimate the observation probabilities and to create a more
robust HMM.
All of the previously cited studies, however, assumed that
there was no freedom in choosing which views should be acquired since, in the deliberative model of vehicle autonomy,
these views are fixed and based on the preplanned mission. In
practice, this means gathering a single view, two perpendicular
views, or very large number of views in 10 or 30 increments,
for instance. By incorporating this knowledge into the data collection process, only the most valuable data are acquired, thus
reducing the mission time while maintaining a high classification rate. In [15], the HMM classification method from [13] is
extended with an adaptive sensing strategy that looks for the
next best angle, based on optimizing the entropy associated with
the possible aspects. This method is called “myopic” since it
does not look ahead more than one time step; this is addressed in
[16], where the process is modeled using a partially observable
Markov decision process (POMDP). As in [13], the data set consists of scattered waveforms from five cylindrical targets with
different elastic shells processed using a matched pursuit algorithm, and the POMDP framework allows the choice of the next
best angle to be performed by considering not only the immediate reward but also the longer term payoffs and penalties. This
paper applies a similar POMDP framework to the multiaspect
classification of high-frequency, high-resolution SAS data images. The present paper extends the work from [16] in that it
features:
• the development of an observation space based on modeled
templates that does not make use of a codebook or explicit
extracted features;
• a completely analytical framework that does not require
training data;
• circumvention of an explicit definition of the nontarget class, allowing for the classification of clutter
events—often the most problematic in practice.
POMDPs have been applied to several problems in many
fields, including robot navigation and target identification (see,
e.g., [17]).
The rest of this paper is organized as follows. The relevant
theory of POMDPs is reviewed in Section II. The proposed
POMDP model, tailored to the underwater mine classification
problem with an AUV, is described in Section III. Experimental
results of the approach on real SAS data collected by the NATO
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Undersea Research Centre (La Spezia, Italy) using an AUV are
shown in Section IV. Conclusions follow in Section V.
II. POMDP BACKGROUND
A POMDP is a general model that governs the actions of an
agent (e.g., a robot) in a specified manner. The mathematical
foundation of POMDPs is reviewed here; a more complete treatment can be found in [18] and [19]. A POMDP is an extension
to the Markov decision process (MDP). In an MDP, the agent
can be in any of a finite number of states and is able to take one
of a set of actions which are a function of the current state. It
obtains rewards which depend on that action is taken in which
state, and in turn the actions are able to change the current state.
In an MDP, the Markov property asserts that future states are dependent only on the current state. The process becomes partially
observable when the agent cannot directly know the state it is
in except through a number of observations that are a function
of this unknown state. The solution to a POMDP is a policy that
provides a methodical manner for determining the best action to
take based upon which state the agent believes it is in.
Formally, a POMDP is composed of the following parts.
• A finite set of states . Since the states
are not directly observable, a belief state is introduced as a probability distribution over the states , where
specifies
the probability that the agent is in state .
• A finite set of actions .
• A transition function
that maps states
and actions to probabilities over states, such that
is defined as the probability of transitioning from state to
state as a result of taking action .
• A set of observations and an observation function
that maps states and actions to probabilities over observations, such that
specifies the
probability of obtaining observation when action was
taken that resulted in state .
• A reward function
, where
is
the reward for taking action when in state . Again, the
partial observability introduces a reward function
which is simply conditioned on the belief state
.
Belief is propagated using a state estimator that employs
Bayesian reasoning to update the belief when starting from
state , performing action , and obtaining observation

(1)
where
(2)
is a normalization constant ensuring that
.
An MDP is a discrete time process and its horizon is defined
as the total number of time steps. In an MDP, the mapping from
states to actions is achieved via a policy
, which determines
the action to take for any state . Conversely, the value
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Fig. 1. The POMDP decision cycle.

of starting in state and executing the policy
reward over steps

is the expected

(3)
is the action specified by the policy at time step
where
and
is a discount factor that regulates the tradeoff between future and immediate rewards. The optimal step policy
is defined in terms of the optimal
step value function
(4)
Equivalently, (4) can be expressed recursively with the
with
Bellman equation [20] to compute the value of
remaining steps
(5)
so that the value of the current state is the immediate reward
plus the expected discounted value of the next state, assuming
the agent acts optimally for the remaining
steps. In a
POMDP, the agent does not know the true state, so the value
must be conditioned on the belief state, resulting in
(6)
Replacing (5) in (6) to account for partial observability results
in the optimal POMDP value function
(7)
is from (2). The optimal policy
is the
where
one which is defined by
. In many instances, it is neither
desirable nor possible to specify the horizon in advance. In
the case of
, one obtains an infinite-horizon POMDP.
It was shown that in the finite-horizon case,
is a piecewise
linear and convex surface [21], where each facet represents a
particular -length policy. In the case of the infinite-horizon
POMDP, although
remains convex, it may have an infinite
number of facets. However
(8)
does hold and it is possible to approximate the infinite-horizon
value function arbitrarily close by using a sufficiently long
horizon.

Computing the value function and corresponding policy for a
POMDP is a challenging task because the belief space is an infinite continuous space over . Techniques such as value iteration
[22] are intractable for some problems. To give good solutions,
methods have been developed which maintain upper and lower
bounds on
, using point-based updates instead of the full
Bellman update [20]. Thus, this improves only a small subset
of the state space at a time but without the expense, and more
importantly incorporating information in the form of heuristics
to guide the search in terms of where to apply the point-based
updates, and ignoring irrelevant areas of the search space. The
method used to solve the POMDP in this study is called focused
real-time dynamic programming (FRTDP) [23], specific details
of which are given in [24].
The iterative decision cycle of the POMDP is summarized as
follows.
1) With the current belief state , perform the action given by
the policy
.
2) Obtain an observation .
3) Update the belief state using the state estimator in (1).
This cycle is depicted in Fig. 1.
III. MULTIVIEW TARGET CLASSIFICATION WITH A POMDP
This section gives details on how the various POMDP components that were introduced in Section I are defined for the
problem of performing multiview target classification of underwater objects when data, in the form of sonar imagery, are collected by an AUV.
First, the set of possible states is examined. When the AUV
detects an object on the seafloor, the object can be one of a
number of known target types being viewed at any given aspect
angle. The object can also be a nontarget, also being viewed
at any given aspect angle. The complete set of states of the
POMDP, therefore, corresponds to object–aspect pairs of the
different classes of objects. Let be the set of possible object
types, and let be the set of possible aspects. The set of states
contains every possible object–aspect combination, resulting
in the cardinality
. Define
to be
the state associated with the th object ,
and
th aspect ,
. The additional state is a zero-reward, fully absorbing end state denoted , which is explained
below.
In this work,
object types are assumed: a cylinder,
a truncated cone, a wedge-shaped object, and an irregularly
shaped nontarget object. In addition, the possible views are discretized into
aspects. The geometry of the side-looking
sonar setup and an example of the aspect divisions are shown in
Fig. 2.
Next, the set of actions available to the AUV falls into two
broad categories: the first type of action—movement—directs
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an action to obtain a view at a desired aspect will result in that
aspect being obtained with probability one. While it may seem
optimistic, given that modern navigation systems on AUVs are
generally reliable and accurate as well as the angular width of
the possible view aspects (45 ), it is not unreasonable. If one
had additional information about the navigational accuracy of
the system, it could be integrated into .
Declaration actions will affect the state differently. Define
as the end state of the POMDP, which is a commonly used
technique in Markov modeling. When an agent enters the end
state, all actions cause the system to remain in the end state with
probability one. In addition, the reward for being in the end state
is zero. In the present model, following a declaration action, the
system will move into state , indicating that once an object has
been classified, it is no longer possible to perform any action
that would result in additional rewards.
A. Observation Model

Fig. 2. A sketch of the problem setup showing a cylindrical target that can be
sensed at different aspects. A vehicle traveling on the path indicated by the solid
gray line interrogates the target at a certain aspect with its side-looking sonar
in the direction perpendicular to the track. The possible aspects are discretized
into a set of eight sectors of 45 each.

the AUV to move and obtain another view of the object from
a specific aspect; the second type of action—declaration—instead classifies the object being interrogated. Therefore, additional data are collected only when performing movement actions. Since the possible view aspects are divided into
sectors, there are
possible movement actions (indicating a
movement to obtain one of the other views of the object), and
declaration actions, one for each possible object type. This
formulation is derived from the tiger problem presented in [25].
It is via the reward function that one is able to directly influence the behavior of the agent, for instance, heavily penalizing
certain types of errors such as mistakenly classifying targets as
nontargets, or making the cost of obtaining an additional aspect
prohibitively high and thus making declarations earlier rather
than later. Here, it is the classification accuracy of the proposed
model that is being evaluated, and therefore, the reward function of the POMDP is defined to treat all errors equally and
not penalize the system for obtaining an additional view of the
target. Therefore, the reward for a correct classification is 1,
the reward for an incorrect classification is 1, and the reward
for obtaining an additional view is 0.
In a POMDP, the actions of the agent in turn affect the state.
While the state the agent believes it is in may change over the
course of time, it does not make sense that the actions defined
here could actually change the true nature of the target, that is,
that an object of a given type could become an object of another
type. However, the state also comprises the aspect of the object
being interrogated, and the movement actions have a direct effect on this. Therefore, the parts of the transition function ,
which control movement actions, have been set trivially so that

In the POMDP model, the agent only perceives the state
through a number of observations. For the AUV-based object
classification problem, these observations must be derived
from the sonar imagery of the object, and therefore, only the
movement actions result in an observation being acquired.
Here, the observation that is obtained is defined to be the
index pair associated with the object–aspect pair that achieves
the maximum correlation between 1) the newly acquired view,
and 2) a template corresponding to that target–aspect pair. This
observation is described in more detail below.
Let
be the subset of which belongs to objects for
which it is possible to generate a 3-D representation that can
be used as input to the sonar imaging simulation process. This
set will include known target types whose size and shape information can be obtained by various means; it will generally
not include clutter objects, such as rocks. For all the target–aspect pairs in , an image template representing the ideal signature for the given target at the specified aspect is constructed
using a basic ray-tracing model that is a simplification of work
by Bell [26] as the acoustic propagation and scattering models.
The target shapes are input as a set of facets and the ray-tracing
model predicts the amplitude of the echo using Lambert’s law
at the intersections of the rays with the scattering surface. This
produces values in the range [0, 1] based on the grazing angle of
the ray at the target facet. The ray model also predicts where the
object will cast an acoustic shadow on the seabed and sets these
values to 1. The pixels belonging to the surrounding seabed
are set to 0. A template is generated for each possible target–aspect pair, which also factors in the dependency of the template
on the range of the target and the altitude of the vehicle. The result is a template
representing the modeled template for
target type
at aspect
. An example template for a
cylindrical target is shown in Fig. 3.
Let denote the newly acquired sonar image (i.e., view)
under consideration and define
as a function that computes the similarity between the image and the template .
This function was described in detail in [27], where single-view
classification results were shown. The observation is defined
to be the index pair associated with the target–aspect pair that
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values for the similarity metric , particularly in the case when
. Let
(10)

Fig. 3. An image of a large cylinder (top) and its corresponding ideal template
(bottom).

both achieves the maximum similarity and is also above a set
threshold
if
(9)
otherwise.
Therefore, the observation
indicates that the maximum similarity corresponded to the th target type
at
the th aspect
. The observation
is assigned to
the case for which none of the
target–aspect pairs achieves
a maximum similarity greater than .

be the relative expected similarity score for a template of object
when faced with an image of object
. This value
is computed for all combinations of
and
. How are
the values of distributed with respect to
? The Gumbel
distribution [30], also called a type I extreme value distribution, is a commonly used model for the extreme order statistics
of a sample from a normal distribution. The template matching
routine
from [27] returns the maximum of the sum of
the cross correlation of the shadow and echo components (normalized by the cross correlation of the respective complementary masks). Therefore, if this function of cross correlations is
distributed normally, then the peak of that function will be distributed according to the Gumbel distribution. A cursory examination of the data shows that this is not an unreasonable model.
The Gumbel distribution
has two parameters: , the
location parameter and , the shape parameter. The probability
density function of is

B. Modeling the Observation Probabilities
With the set of possible observations having been specified,
it is now necessary to define the observation model . Recall
that
specifies the probability of obtaining observation when action was taken, resulting in state . In the
present model, the observation is completely dependent on
the resulting state. Therefore, in addition to the set of observations, the conditional probability
of obtaining the observation in the state
—that is,
in (9) will return a peak for the template corresponding to the index pair
when the vehicle is faced
with an object from an aspect corresponding to the index pair
—must also be specified.
Estimating
based on the response
of
involves capturing the similarity of the different target–aspect pairs. In earlier work [28], this similarity
was estimated in a simple way which was derived from the ratio
of nonzero pixels between two templates. The exponential distribution was used to model the probability that an image of
target type
would match the template
based on the
ratio between template
and template
(i.e., the closer
this ratio was to unity, the more likely the template would produce a match).
Of course, without resorting to training data, it is difficult
to predict exactly what the image of a given object
will
be; seabed texture and reverberation statistics as well as errors
in platform motion estimation that affect the image formation
process can all distort the final acoustic image of an object. To
estimate it, the corresponding template
is selected, to
which a Gaussian lowpass filter is applied with a standard de[29]. This blurred template is denoted
,
viation of
and the blurring process is used to correct for overly optimistic

(11)
and the cumulative distribution function is
(12)
Therefore, the output of
is defined to be
Gumbel distributed with location parameter
. Estimating
the value of the shape parameter using nonempirical means
is more challenging. A large value of
indicates that
is
broader, meaning that the targets will be, in a probabilistic
sense, considered to be more similar (i.e., will be closer to a
uniform distribution for all templates). A small value of has
the opposite effect, meaning there is very little variance in the
output of , and therefore, targets will be unlikely to produce
values which are far from [i.e., will be closer to a delta
function with a peak at
]. The choice of used in the
experimental validation is explained in Section IV.
Having now modeled the output of as a number of Gumbel
distributions whose parameters are determined from the templates themselves, it is possible to complete the observation
model with the necessary probabilities. The probability of obtaining the observation
when the true state is
can be computed as

(13)
which is the probability that the template matching function
returns a value when the image is one of
target type
at aspect , and that this will also be greater
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TABLE I
DATA SET DESCRIPTION

Fig. 4. The MUSCLE system. The vehicle is manufactured by Bluefin
Robotics, Cambridge, MA, and the sonar is manufactured by Thales Underwater Systems, Templecombe, U.K.

than the value of for all of the other templates, as well as being
greater than . The probability that none of the templates produces a value that exceeds the threshold is simply

(14)
Equations (13) and (14) apply to the cases when
is
one of the target–aspect pairs for which a template exists. There
still remains the problem of specifying the probability of obtaining an observation
when the true class
is a nontarget. In [28], the probability of all the observations
was uniformly distributed for the nontarget class. Here, the dependence on the threshold is incorporated into the probability
using a logistic function
(15)
, resulting
where
in a sigmoid curve from
and
, where values lower or
greater than the two extrema are assigned probabilities of 0 and
1, respectively. The sigmoid shape of the curve results in an
increasing probability that, as the threshold increases, no templates will match the image under consideration, and therefore,
an observation of
will be obtained. Finally, the balance of probability [one minus the value of (15)] is allocated
uniformly over the remaining set of observations.
IV. EXPERIMENTAL RESULTS
The proposed POMDP for underwater target classification
was evaluated using SAS data gathered by the NATO Undersea
Research Centre-designed MUSCLE system [31], shown in
Fig. 4. The AUV is equipped with a sonar that operates at
a frequency of 300 kHz, with a 60-kHz bandwidth, and was
designed to provide a practical resolution of roughly 1.5 cm
in range 2.5 cm in azimuth at upwards of 200 m in range.
The data set considered consists of multiview imagery (at
several aspects) of three cylinders, three truncated cones, two
wedge-shaped objects, and two (nontarget) rocks; these data

are summarized in Table I. The adaptive sensing nature of the
POMDP was simulated for these experiments.
A. Testing Methodology
The FRTDP heuristic, as implemented in the ZMDP solver
[23], was used to compute the infinite-horizon value function
for the POMDP defined above. A discount factor of
was used in (3).
The value of in (11) was set to
for all distributions. A low value for
creates the situation in which
when
and
, and
0 otherwise; a high value of spreads out the Gumbel distributions, causing the observation probabilities to tend toward
,
and
. Setting
achieved reasonable values for
both
and
.
The value function computation was performed until the
maximum regret, defined as the difference between the expected reward of the optimal policy and the current policy
[32], was less than 0.1. As discussed, the possible aspects on
the target are discretized into eight sectors each spanning 45 .
However, for some targets, the signature can vary significantly,
even within a single sector. Therefore, templates are generated
and compared at a much finer angular spacing—every 5 for
the wedge and every 10 for the cylinder; the sector containing
the aspect of the template that achieves the maximum similarity
exceeding (if it exists) is then returned.
The value of was varied from 0.8 to 1.15, in increments of
0.01. The observation probabilities are dependent on , as can
be seen in (13) and (15). Each value of results in different
observation probabilities and so a new value function (and corresponding policy) needs to be computed. For each value of ,
the performance in terms of classification accuracy is computed
using a bootstrap sample of size 200. Each sample consists of
first randomly choosing a target and view aspect. The template
matching function is applied to this target image and an observation is received, as stated by the decision cycle given
in Section II. The belief is updated using (1) and the best action is computed using . If this action is a movement, then
one of the views which satisfies this movement criteria is selected at random, and the process is repeated. The seed of the
random number generator is reset for each point. The POMDP
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Fig. 5. Classification accuracy as a function of the threshold for four different strategies for acquiring looks, as well as the proposed POMDP. The circles
(associated with the right axis) show the average number of looks (for all target types) that were required by the POMDP, also as a function of .

TABLE II
CLASSIFICATION CONFUSION MATRICES FOR SINGLE-VIEW, TWO PERPENDICULAR VIEWS, AND THE PROPOSED POMDP
[CLASSES: WEDGE (W), TRUNCATED CONE (TC), CYLINDER (C), AND NONTARGET (N)]

was tested against a more traditional multiview classification
technique, using a progressively greater number of looks. In
this approach, the class that is chosen is the best matching template, as specified by the similarity function , of all the gathered views. If none of the views produces a match which was
greater than , then the object is classified as a nontarget. The
strategy for obtaining these views, as opposed to the POMDP,
is predetermined. After the original view, the second view obtained is the one which is perpendicular to the first one. The
third view obtained is the one that is 45 offset from the first
one. And finally, the fourth view is 135 from the first view.
This order of gathering views is representative of what might
be performed in practice, where a perpendicular (and presumably orthogonal) view is first obtained, which is then followed
by additional views at angles in-between.
B. Results
The accuracy of the methods is shown in Fig. 5 as a function of . The average number of looks required by the POMDP
method is also shown. The proposed method outperforms the
single and perpendicular views, as well as—except for high
values of —the three- and four-look strategies. In the latter
case, although performances at high thresholds are similar, the
POMDP method generally requires fewer than three views on
average to achieve the same performance, resulting in faster
classification times. The POMDP achieved a maximum classification accuracy of 0.995, which occurs at
. In this case,

the breakdown per class of the number of required looks was
2.604 for the wedge, 2.567 for the cone, 1.849 for the cylinder,
and 3.25 for the nontarget. This variation can be attributed to
the relative distinctiveness of the targets. For instance, because
the complex wedge shape can look (according to the similarity
metric used) like a cone or the rock, more views are required to
classify it.
Table II shows the confusion matrices for the most accurate points in Fig. 5 for the single, perpendicular, and POMDP
methods. In the first two cases, the maximum accuracy was
0.845 for single-aspect classification and 0.905 using perpendicular aspects, which corresponded to thresholds of 0.91 and 1.01,
respectively. Once again, the confusion matrix shows that the
POMDP performed better than the other methods considered by
providing better within-class accuracy, particularly when classifying the nontarget objects.
Shown in Fig. 6 are examples of the paths chosen by the
vehicle to classify each of the different object types. Some
“lead-in” and “lead-out” track lengths were applied to simulate
a vehicle that would line itself up onto a straight track to obtain
a satisfactory image. Underwater vehicles are in general nonholonomic, and, as a consequence, require a nonzero turning
radius to follow a path between two points, especially if they
are proximate. Here a turning radius of 10 m was used, and
a Dubins turn [33], which defines the vehicle positions and
headings for the shortest path between two points that an AUV
is able to follow, was computed. Since the vehicle has a choice
of sensing the target from the port or starboard side, a simple
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Fig. 6. Examples of vehicle paths for the four classes of objects in the data set. The range to the target was fixed at 90 m. The aspects obtained are determined
by the policy, and the waypoints are calculated by optimizing a number of Dubins curves, along with lead-in and lead-out paths of 100 and 20 m, respectively, to
allow the vehicle to follow a straight line that will result in good quality SAS imagery. A minimum turning of radius of 10 m was used to compute the turns. A
mockup of the target shape (not to scale) is shown in the center of each subfigure, as is the actual coordinate (shown as a square) which will result in an image of
the target at the aspect that was requested by the POMDP policy.

greedy optimization strategy chooses the path that minimizes
the total distance traveled to obtain the next aspect. The aspects
which were requested by the POMDP are also highlighted.
The optimal policy chooses the single action which maximizes the expected discounted reward, as shown in (4).
However, each action has a value and these can be examined
to analyze the response of a given policy to a series of observations and corresponding belief states. Some examples
are shown in Fig. 7. In the first panel, the agent receives an
observation of “cone” at 45 . After updating the belief using
(1), the value of each action is shown as a bar plot, with the
first seven bars corresponding to the movement actions, and
the last four to the various declarations. One can see that the
movement actions are more or less equal; however, the “move
90 ” has a value slightly higher than the others. One would
not expect any particular aspect to be more advantageous, since
the cone is isotropic; however, this aspect allows the agent to
discriminate better against the other known targets which are
not isotropic, such as the cylinder. The value of the declaration
actions do not exceed the movement actions, with the “declare
wedge” and “declare cylinder” actions resulting in negative expected rewards, indicating particularly poor courses of action.
The second panel shows the value of these same actions after
the AUV has executed the “move 90 ” action, obtained the
observation “no peak,” and updated its belief. Now, the action
“declare nontarget” is the optimal one. Finally, the third panel
shows the value of different actions in the case of a nonisotropic
target. The AUV first receives the observation “cylinder” at
135 , which is the case shown in Fig. 2. In this case, the best
action is to “move 135 ” which, referring back to Fig. 2,
would result in the agent obtaining the broadside angle aspect
of the cylinder, a much more discriminating aspect due to the
size of the target from this view. This shows how a reactive approach to multiview classification can more quickly obtain the
most advantageous aspects to be used for target discrimination,
rather than a deliberative approach of predefined aspects.
C. Discussion
An advantage of this method is that by defining the nontarget
class as a uniform distribution over all possible known target
templates, the problem of explicitly specifying the nontarget
class has been neatly circumvented. However, the parameters of
the sigmoid function that defines the probability that none of the
templates will match still need to be specified. In addition, the

accuracy of the POMDP was at least as good or better than the
deliberative approaches while generally requiring fewer views.
This in turn will result in a decrease in the time required to classify targets without sacrificing performance. While the observations that will be obtained are random, the value function and
resulting behavior of the AUV are not. One can model the effect of a particular set of observations to predict the possible
vehicle paths (as shown in Fig. 6), or the values of each particular action (as shown in Fig. 7). This capability makes it attractive as a practical tool for AUV autonomy, since one could in
principle examine all possible combinations of observations or
belief states to reduce the risk of unexpected behavior during
real vehicle operations.
The Markov property of the system means that the future
states are entirely dependent on the present state. In the case
of the POMDP proposed here, it means the AUV does not keep
track of the aspects it has already obtained, which can result
in the situation where the same aspect is obtained more than
once. In imaging sonar, two looks at the same target from the
same aspect are generally considered to be nearly completely
dependent. In this case, one would not expect any new information to be gained. On the other hand, the update rule in (1)
assumes that the looks are independent and the resulting belief
state will reflect this. Since the required number of looks in this
study was generally small, this behavior did not appear to manifest itself. The possibility of obtaining duplicate views suggests
that the system may be unstable in certain cases. The observation probabilities and transition model used here—specifically
that conflicting observations lead to increased belief in the nontarget class—along with the chosen discount factor have resulted in a policy that has not suffered from any stability issues
for these data. It must also be noted that sonar images contain
many sources of random noise, such as system noise, multipath,
and sealfoor reverberation, as well as random fluctuations in
the highlight and shadow regions, all of which can result in the
decorrelation of two images from the same target at the same
view angle, so that there may indeed be some advantage to acquiring two looks of an object from the same aspect. In addition,
the effect of grazing angle has not been mentioned since the
template matching method takes into account the range to the
object and the altitude of the vehicle, and uses the appropriate
set of templates. However, except for the initial object detection, the grazing angle at which the target is viewed can also
be controlled by the vehicle, and two looks of the same target at
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Fig. 7. An analysis of the expected discounted reward of the different actions as computed by the POMDP value function for
. The top panel shows the
.” The middle panel shows the value
value of the 11 possible actions following an observation of “cone at 45 .” The action with the highest value is “move
of each action after having moved 90 and obtained the next observation of “no peak,” meaning that none of the templates matched the image. Now, the optimal
action is to “declare nontarget.” The bottom panel shows the value of each action following an initial observation of “cylinder at 135 .” In this case, the optimal
.”
action is to “move

the same aspect but at different grazing angles can provide additional information to improve classification performance. This
could be built into a future version of the POMDP model described here.

While the use of the Gumbel distribution as a model for the
output of the template matching routine is based on sound theoretical principles, it is necessary to validate it. The same can
be said about the estimation of the parameter
, which in
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(10) is normalized by
. Although the relative similarity is
maintained, the absolute similarity is not. One could estimate
these empirically using a training set of images, however, in this
study, it was preferred to use the limited amount of available
data for validation purposes.
V. CONCLUSION
A POMDP for multiview classification of underwater targets using AUVs equipped with side-looking sonar has been
introduced. By using this approach one is able to adaptively
determine which additional views of an object would be most
beneficial for classifying the target under consideration as one
of a number of known target types. This provides a way of
linking the vehicle’s control system with the sensor input, thus
achieving autonomous behavior that is adaptive and reactive,
rather than the traditional static, deliberative models currently
in use.
The promise of the method was demonstrated on a set of real
SAS data gathered during experiments at sea. The observation
space is derived from the degree of similarity between the object
under consideration and a number of precomputed ideal templates. The proposed reactive method was shown to outperform
other deliberative methods of classifying the target, where the
looks obtained are prescribed in advance. Since for the POMDP
the number of views is not fixed, additional views, as determined by the computed policy, are only gathered when necessary. In addition, an explicit definition of the nontarget class is
not required.
In the near term, future work will focus on implementing
this method as a classification behavior within a large autonomy control system framework (e.g., [34]). As part of a
larger system, some arbitration must be performed between the
actions prescribed by the POMDP and actions that keep the
vehicle safe, such as those for obstacle avoidance. In addition,
the POMDP used here uses discrete observations, whereas
the output of the template matching method is continuous.
POMDPs defined on a continuous space, such as PERSEUS
[35], could be investigated, although it is not clear whether
the potential gains in performance will justify the increased
complexity.
Every attempt was made in this work to avoid the use of
training data, preferring instead to rely on models to create the
observation space. This was possible because the SAS data set
was well suited for the template matching method that was used.
Exploring more general ways of generating observations, ones
that follow well-understood distributions (e.g., [37]) are recommended for future research. These methods may require some
training data to estimate the required parameters; however, a
practical system may indeed make use of training data not only
for designing a method to detect and classify objects, but also
to adapt for in situ environmental conditions by estimating the
parameters of the underlying statistical distributions as well as
the appropriate thresholds to use.
Alternatively, these and other components of the POMDP
could be learned as the agent interacts with its environment
through reinforcement learning [38]. It would also be interesting
to investigate the use of different belief update rules (1), such
as the use of Dempster’s rule [6]. It is not immediately clear

what impact this change in the belief structure would have on
the POMDP. Finally, the assumption about the independence of
the target views (and corresponding observations) must be explored further. It seems possible to incorporate the dependence
of looks into the observation model; however, it may require introducing a large number of additional states which may render
the problem computationally infeasible.
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